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HOW TO
ADAPT TO THE
CHANGING
NATURE OF
INNOVATION
The historical events of the mid18th century were pivotal for human
civilization – they marked the end of
the Middle Ages and ushered in the
new Industrial Era. This may have been
almost three centuries ago, but believe
it or not, all this time we’ve been living
under the same model of progress that
fueled the original Industrial Revolution.
However, we have now reached the end
of the road for this model of progress,
and a new paradigm has been emerging
before our eyes. What can we expect
during this time of transition, and how
can we set ourselves up for success
under this new model of progress?
Read on to find out.
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WHAT IS INNOVATION?
In this case, by innovation we mean technological
progress; the development of new and advanced
technologies. Technological progress has always
been the main vector of development throughout the
history of human civilization, and this will continue to
be the case in the future. Innovation is a fundamental
human trait as humans are driven to always achieve
more, and more advanced technologies facilitate
the realization of our goals. Starting with the
early mastery of fire, the invention of the wheel,
of metal tools – all of these developments helped
humans to meet their most essential needs, such as
protecting themselves from predators, or growing
more food. Modern-day humans are currently facing
more complex challenges, such as protecting the
environment, fighting climate change, poverty and
inequality, conquering the depths of outer space, and
trying to better understand the inner workings of our
own mind.
At every stage of its development, humanity may be
working towards vastly different goals, but there is
a universal measure of progress that can be applied
across different epochs – it is called “productivity”.
Productivity shows the quantity of useful output
generated as a result of work or activity. It was
increased productivity that allowed humanity to
build larger cities, to develop more effective forms
of government, to create beautiful art, to make
scientific discoveries, and everything else that
earns civilizations fame and glory. As a matter of
example, grain crop yields in modern agriculture are
10-15 times higher compared to those of the Middle
Ages. This allows more people to engage in various
economic activities, rather than simply having to
grow food for themselves. And this is exactly what
innovation is targeted at: increasing the output of
various tasks by using advanced technologies.

SCALE AS A VEHICLE OF GROWTH
Now that we have a metric to help us measure
progress, let’s discuss how progress actually takes
place: the Industrial Revolution introduced a method
of growth based on a principle known as “economies
of scale”. This principle states that if a company
is able to increase the size of its operations (for
example, increase the number of units manufactured
at its factories), the result will be a decrease in
per-unit costs. This is due to the fact that spreading

fixed costs over a larger number of units reduces the
per-unit cost. Moreover, increased scale promotes
deeper degrees of division of labor, which in turn
allows for additional production efficiencies by virtue
of employing highly-trained specialist workers, for
example. This is precisely where innovation, with its
focus on advanced tools and production techniques,
comes in. Incidentally, the reverse is also true: a
decrease in per-unit costs allows for an increase
in the scale of operations, simply because cheaper
products always sell better.

Reduce
cost

Improve
technology

Get more
investments

Lower
price

Grow sales/
market share

The diagram above illustrates the traditional model
of scale growth; let’s walk through it step by step.
1. A company invests in developing improved
technology.
2. New technology allows the company to lower
costs of its products, and to improve their quality.
3. The company introduces a next-generation
product to the market, and it is highly successful
due to its lower price and higher quality.
4. Sales go through the roof, the company expands
its market share and earns lots of money.
5. The company is able to recoup the money
invested from step 1.

5

#13/2022

markets from external forces. The history of the
Industrial Revolution is rich with highly contentious
fights for markets that even spiralled as far as
military intervention. Notice, for example, that the
gap between 1st and 2nd Industrial Revolutions is
filled with two Opium Wars (https://en.wikipedia.
org/wiki/Opium_Wars). Similarly, the period between
2nd and 3rd Industrial Revolutions is filled with
two World Wars. Of course, in the contemporary
era military intervention in market competition is
all but impossible due to the concept of nuclear
deterrence, but we can’t rule out a possible future
re-configuration of global markets through the use of
methods like diplomacy and soft power.

This completes one cycle of innovation, and now the
company is ready to do it again. Rinse and repeat
ad infinitum – what could be simpler, right? But alas,
nothing lasts forever and all good things must come
to an end. Let’s understand the mechanisms that
prevent neverending innovation under the old model
of progress.

SCALE AS A LIMITATION

using all the latest and most advanced technologies,
and they offer users an incredible value for money.
And yet, sales of flagship smartphones have
taken such a nosedive in recent years that some
manufacturers started adding the MAX moniker to
their model names in order to manage consumer
expectations, I’m guessing. But joking aside, there is
always a finite limit to the size of a market, namely
the total population of Earth. Once this is reached,
further technological advancement is impossible.

As is outlined in step 4, the expansion of a company’s
market share is required for the scale cycle to work.
What happens if a company fails to expand the
market share of its product, however? It will not
be able to pay back the investment, and may have
difficulty in raising capital for future scale cycles. This
will effectively end its innovation activities because
developing state-of-the-art technology requires everincreasing funding. And if a number of companies
then fail to expand their market share after investing
in the development of new technology, innovation
will grind to a halt, and technological progress will
stop. Additionally, from an investor’s perspective,
it will seem as though their investments are losing
effectiveness, and that the company is no longer
innovating as successfully.

In fact, the maximum size of the market can be much
smaller than the planet’s population depending on
the product or service. Let’s consider the supersonic
plane Concorde, which was retired after more than
a quarter of a century of flight. The market size for
this expensive offering (30x the cost of a regular
flight) was not large enough to support the service
and the further technological advancement that was
necessary in order to comply with stricter regulations
for noise and fuel economy. Today we are witnessing
new efforts to revive supersonic passenger
technology, based on new lightweight materials,
and advanced engines and fuels, with computeroptimized shapes that aim to reduce the sonic boom
produced by the aircraft. We’ll have to wait and see if
the new offerings will be able to reach a sufficiently
large market to avoid Concorde’s fate.

This failure to expand a company’s market share
is not some hypothetical condition; in fact, it can
happen for a number of reasons. One cause is when
a market is already saturated with highly-advanced
technologies. An example would be the current
situation with smartphones – these are devices built

In addition to this, there are geopolitical factors
that may limit the size of the market for a product
of a particular company. Whilst WTO is supposed
to prevent trade barriers, in reality, companies
and countries use all the methods available to
them – even anti-competitive ones – to shield their
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HOW TO INNOVATE WITHOUT
SCALE GROWTH
At this juncture, it seems that we are facing
contradicting requirements: on the one hand, we
know that humanity must innovate continuously, and
on the other hand, it seems that further innovation is
not possible, because we have already run into scale
limits. Therefore, we can formulate the following
problem statement:
• How can we continue to innovate without market
growth, or (in a more extreme scenario related to
the re-division of global markets) with markets that
are in fact contracting?

The answer I will propose is based on AI (Artificial
Intelligence):
Intelligent insights from AI/ML can enable
further productivity growth when a market
size is fixed, or even contracting.
Let’s deconstruct this a bit. Remember that
productivity is a measure of progress, or in other
words, a measure of innovation. Under the old
model, any increase in productivity was due to cost
optimizations as a result of an increased number of
units. Under the new model, intelligent insights can
give us direct cost-saving benefits for every individual
unit without having to increase the volume. The
positive effect of such benefits may even outweigh
the negative effect of scale reduction due to
contracting market size.
Since the beginning of the deep learning revolution
a decade ago, several approaches for increasing
productivity through intelligent insights have
been demonstrated. Currently, active efforts are
happening in all areas of human activity to find
more ways to create new value through AI/ML. This
is a long-running trend that will continue for many
decades to come at least. We are lucky to live in these
historic times when we can see the birth of a new
technological era happening right before our eyes!
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positive factors, namely added cost efficiencies and
the creation of a new highly desirable offering, will
solve the old model’s problem of a limited market
size and will open up a path to continued innovation
within the new model of progress.

HOW CAN COMPANIES ADAPT TO THE NEW
MODEL?
The example above provides a few hints on the steps
companies can take to adapt to the new model of
innovation. Let’s discuss some of them below:

CASE STUDY: PREDICTIVE MAINTENANCE
We can understand the way in which intelligent
insights can produce this new category of cost
efficiencies through the discussion of the following
practical example – predictive maintenance. This is
the most well-known approach because it was among
the earliest success stories of the application of AI/ML
to cost optimization. I will use a fictional example to
explain how the technique of predictive maintenance
is able to deliver productivity gains through cost
optimization.
Imagine a factory with manufacturing equipment that
must operate reliably because unplanned production
downtime is costly. In order to prevent unexpected
equipment failures, regular proactive maintenance is
carried out on the equipment. There are 2 problems
with this approach:
Replacement of spare parts that happens
during proactive maintenance may be
wasteful, because the replaced parts may
still have some Remaining Useful Life (RUL)
in them.
Proactive maintenance doesn’t completely
rule out the possibility of an unexpected
failure, because there is the possibility that
the condition of the parts is incorrectly
assessed, meaning that the parts in need of
replacement are not replaced.
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To solve these issues, the equipment manufacturers
will take a 2-pronged approach:
First, equip their machinery with various
sensors that will collect real-time telemetry
of the machine.
Next, using the extensive knowledge of
their own machinery, the equipment maker
will train an AI/ML model to predict the
probability of failure based on this telemetry
data.
The ML model will be able to predict with a high
degree of accuracy that a certain part will break
in the next 2 weeks, let’s say. Armed with this
knowledge, equipment maintenance will be scheduled
and the worn-out part will be replaced, thus killing 2
birds with 1 stone: equipment failure is avoided just
in time, and no RUL is wasted because the part was
about to fail anyway. Additional efficiencies will be
gained due to the fact that the technician is wellprepared for their maintenance job by bringing the
exact replacement part, and having the right training
in replacing this part.
In fact, this example demonstrates not only cost
efficiencies, but also the creation of new category of
offering based on digital technologies – guaranteed
uninterrupted service of the equipment. Such an
offering is highly desirable for the customer, and will
result in the creation of a new market segment that
previously didn’t exist. A combination of these two

1. Going forward, companies should always look
for new opportunities to create value based on
intelligent insights from AI, aided by other advanced
technologies such as IoT, Digital Twins, AR/XR,
Robotics, etc. As I have already mentioned, many
opportunities can be found in all areas of human
activity, so this strategy can provide any company
that embarks on this journey with a long and fruitful
roadmap.
2. At the same time, existing companies must continue
to excel within the old model of innovation, and
try to grow their scale using traditional methods
where still possible. The winding down of the old
model will not happen overnight – after all, it has
lasted for almost three centuries, so its decline will
naturally be gradual. This creates an opportunity for
companies who are trying to get into the new model
of innovation to do so with a smooth transitional
process. At the same time, however, it poses the
challenge of having to conform to two very different
sets of KPIs simultaneously.

4. Within the new model of growth, scale is still
important. However, it’s a different kind of scale:
instead of the scale of production, the focus is
now on the scale of insight, which essentially boils
down to the scale of trust. Companies must earn
the trust of their users, because the intelligent
insights that are most valuable for the user can
only be generated from that user’s own personal
data. Users will be willing to share their personal
data if they get strong value in return, in the form
of valuable insights. Unfortunately, up till now
users have often gotten the short end of the stick
in exchange for their personal data. Companies
must work hard to earn people’s trust and provide
overwhelming value to users before the new model
can become truly successful.

HOW CAN INDIVIDUALS ADAPT TO THE
NEW MODEL?
Similarly, we have some takeaways on a personal
front, the main one being:
•

Whatever you do, align yourself with AI. If you are
a software developer, be prepared to incorporate
AI into your solutions. There are some useful
certifications you can take on Azure AI, along
with free training materials. If you are a domain
expert, be prepared to collaborate with Data
Scientists on training ML models in your domain.
As we said before, every domain will benefit from
applying AI techniques to it, and it’s up to all of
us in the field of technology to evangelize the
bright future in which AI is our friend rather than
a threat.

3. For many companies – especially the longestablished ones – the main challenge of the
new model will be organizational rather than
technological. Succeeding under the new model
requires the transformation of organizational
culture towards more collaborative ways of doing
business, both internally within a company, and
with external partners. The nature of AI/ML is such
that the more data from various domains you can
bring into the model, the more valuable the insights
it produces will be. Therefore, in order to create a
truly meaningful new value on behalf of customers,
many participants from different domains must
join forces and collaborate on building the new
categories of products, services, and outcomes.
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We stand united
for Ukraine

AI – A THREAT OR A FRIEND?
In all honesty, people have a fair few reservations
about AI, and some of them are fully warranted. Today
an ML model can already do at least as good a job
of evaluating your X-Ray as a highly paid radiologist.
And in the next 5-10 years a significant percentage
of other jobs would likely be threatened by AI. In the
fullness of time, AI will excel at the majority of jobs,
and by that time humanity had better have figured
out a new way of measuring people’s worth, rather
than the current $/hour measure of productivity. This
is due to the fact that robots will deliver much higher
numbers, and humans will not be able to compete
with them anymore.

help we can get in solving the pressing problems
facing our civilization, such as climate change and
environment protection, poverty and inequality,
widespread diseases and elderly care, to name but a
few. Coincidentally, these types of issues on a global
scale are the perfect fit for applying the scale of
insight approach, because if we can innovate in the
context of the new model, that will improve the lives
of many people globally, thus a great opportunity to
earn the right kind of trust will be provided. And with
that, we can finally define the true measure of success
under this new model of innovation: it is the scale of
impact, and this can be understood as the number of
lives that we can change for the better.

But look at it from an alternative perspective: isn’t
it great that AI will be able to help us with such
a range of issues? In reality, we will need all the

AUTHOR
ANDRE PODNOZOV

IoT Architect
Andre is an IoT Architect working with Global IoT Practice at Luxoft/DXC. He helps
clients be successful with IoT solutions in support of their Digital Transformation
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environment. Having worked at both major cloud providers, Andre holds Architect
certification on both Azure and AWS. Most recently, he helped develop the newest
Microsoft exam for AZ-220 Azure IoT Developer Specialty certification.
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VIRTUAL
PROTOTYPING
FOR EMBEDDED
SYSTEMS
DESIGN
BACKGROUND
In recent years, hardware architectures of electronic
embedded systems have become more complex than
ever. For instance, today Multiprocessor Systemson-Chips (MPSoC) are a key topic of discussion.
These are integrated circuits that combine almost all
of the components of a computer or an electronic
system in a single chip, including more than one
microprocessor. This has forced hardware and
software developers to change the design and
development processes of embedded systems.
The old hardware and software design process,
whereby hardware was designed first and software
was then developed on top of that hardware, is
naturally no longer valid. The reasons for this may be
obvious. Firstly, with this process it takes a long time
to develop the final product (HW + SW development
times). Secondly, if for any reason the software runs
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too slowly, or there are any hardware-related bugs,
then the hardware must be completely redesigned.
This further increases the time-to-market of the final
product.
During the 90s the Hardware-Software CoDevelopment approach began. With this approach,
hardware and software were designed and
developed in parallel and independently. This process
significantly reduced the time-to-market of the final
product, although it also brought with it several
problems. One such problem was the potential for
frequent misunderstandings between hardware and
software teams, which were often centered around
the way in which they interpreted the specifications
of the product. This, in turn, led to incompatibilities
between the hardware and software interfaces. The
lack of interactivity between these two teams would
often mean that several design failures would come
to light later on during the integration phases of the
product.

Finally, in the 2000s the Hardware-Software CoDesign approach was adopted. This approach
allowed hardware and software teams to interact
more effectively with each other through the creation
and deployment of models, simulators and emulators
of hardware systems to develop software. This
allowed for the development of software before the
production of physical hardware, whilst ensuring that
the software design was actually in line with that of
the hardware.

MODEL-BASED HARDWARE-SOFTWARE
CO-DESIGN
When I talk about model-based hardware-software
co-design, I am referring to the process of creating
hardware models of a system. These models can
be simulated or emulated later, and can run the
system’s software without the need for the final
physical hardware implementation. In the past, the
only options available to programmers were either
simulating the hardware system using a software

simulator, or emulating it, using either a hardware
emulation platform or a physical prototype of the
hardware. With these approaches, the hardware
design would be done at the register transfer level
(RTL).

Hardware Emulation
To emulate hardware systems in a hardware
emulation platform, the RTL design needs to
be compiled onto an emulator. Emulators are
capable of running the software of the system.
The main advantage of this is that almost all the
signals of the hardware system can be seen. This is
especially important for debugging hardware with
software workloads running on top of it. The main
disadvantage of this, however, is that hardware
emulators can be very costly and complex to build.
In addition, hardware emulators often run too slowly
if the software that is loaded is too large.
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Prototyping
Normally, a prototype would be built by synthesizing
the RTL design using any of the hardware-description
languages (HDL) onto a Field Programmable Gate
Array (FPGA). In the case of FPGAs, they are faster
than hardware emulators and they are significantly
less costly, meaning that larger software can
be run on top of them. On the other hand, one
disadvantage of this is that if the hardware design is
bigger than what the FPGA is capable of simulating
then the design must be split into more than one
FPGA. This leads to problems related to timing and
synchronization of the running model. Another
significant disadvantage is that the ability to debug
the hardware system in an FPGA is limited, because
not all of the internal signals of the system are visible.

Hardware Simulation
A simulator consists of complex software that
is executed on a PC or workstation to mimic the
behavior of another system. RTL simulators have
been some of the most popular simulators for
hardware. However, unlike hardware emulators or
FPGA prototypes, most hardware simulators are not
capable of running embedded software on top of
them, mainly because of the amount of resources
that this would require from the host workstation.
These simulators are less costly than a hardware
emulator or an FPGA prototype, but they are mostly
used to verify only the hardware design, and not the
software that will run on them.

build each of the blocks that compose our model.
Each block can be seen as an independent model.
The model of the microprocessor should include an
Instruction Set Simulator (ISS); this is a simulation
model that mimics the behavior of the processor.
It does this by reading instructions and setting
internal variables that represent the registers of the
processor. In this way, the model of the processor
should be capable of executing a compiled software
application.
The models should also mimic the behavior of each
of the other peripherals, such as RAM. Finally, the
blocks should be able to communicate with each
other through a bus or interface.
In Figure 1, the bus is modeled using a modeling
technique called Transaction-Level Modeling
(TLM). TLM describes the communication between
different modules of a system by replacing all the
pin-level events with by a single function call. In this
way, complete bus cycles can be modeled with one
function call.

-

Virtual Prototypes
Figure 1. Simplified SoC Model

Nowadays a higher level of hardware simulation
is gaining popularity. Simulation of this type is
performed by a virtual prototype at the electronic
system level (ESL). Virtual prototypes are high-speed
and fully functional software models of physical
hardware systems. These prototypes are capable
of modeling and simulating an MPSoC for example,
and can do so with a reasonable simulation speed.
The main difference from RTL hardware simulators is
that a virtual prototype should be capable of running
embedded software on top of a hardware model.

HOW ARE VIRTUAL PROTOTYPES BUILT?
A simplified model of a SoC is shown in Figure 1. In
order to build a virtual SoC prototype, we need to
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Using a standard programming language is a highly
convenient way of building virtual prototype models.
For this purpose, these models can be written
using a “language” such as SystemC. SystemC is not
a language per se, but a simulation and modeling
C++ class library for complex systems that include
hardware and software. It can be considered an
extension to HDLs in higher abstraction levels, and
it allows the user to simulate a model with varying
accuracy levels.
The benefit of writing models that use a standard
language is that they facilitate the deployment of
Intellectual Property (IP) models from other vendors,
and connect them to our virtual prototype.

A QUICK GLANCE AT SYSTEMC
SystemC supports system modeling to the end
of representing a hierarchical decomposition of
the system in modules. It defines its own data
types which are hardware-oriented. It allows the
connectivity between modules by using the SystemC
representation of ports and signals. It supports
scheduling and synchronization of concurrent
processes by using SystemC events and sensitivity
lists. SystemC implements its own simulation time
based on the discrete event model of computation,
and independently handles calculations (processes)
and communication (channels).
SystemC defines its own C++ classes that can be
inherited for its use. It also makes use of some
macros to facilitate the inheritance of the classes that
it defines. For example, the macro SC_MODULE(X) is
defined as class X : public sc_module, which
is creating a class X that inherits from the SystemC
sc _ module class.
With this in mind, it is clear that SystemC defines the
following useful structures:
• Modules: These are the basic building blocks
for a prototype. They contain processes or other
submodules. They can be created with the macro
SC _ MODULE(module _ name).
• Processes: They specify the behavior of the
modules. They can be triggered by events that
occur on signals or by a sensitivity list. They can
be created with macros SC _ METHOD, SC _
THREAD (asynchronous) or SC _ CTHREAD (a
clocked thread – synchronous).
• Ports: They are the external interface of a
module and are used to pass data from/to the
processes of a module. They are created by
defining a mode (direction) and a type: sc _
in<type>, sc _ out<type> sc _ inout<type>.
• Signals: They connect the port of one module
to the port of another module. They are the
equivalent to a wire in hardware. Signals will have
a type and they should match the port type to
which they will connect:
sc _ signal<type>.
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declare the method (process) that will perform the
computations of the module, and create a sensitivity
list of the ports that will trigger an event to run
the process. Finally, the process do _ addition is
created, which will give the result of the process in
port Z of our module.

BENEFITS OF USING VIRTUAL PROTOTYPES
We now know that a virtual prototype is a software
simulation of our physical hardware and it can run
the embedded software on top of it. Some of the key
benefits of using virtual prototypes are as follows:
• The software that runs on them is already
compiled for the final hardware.

SystemC also defines its own data types such as bits,
bit-vectors, 4-valued logic (1, 0, X –unknown- and Z
–high impedance-) and logic vectors. Additionally, it
supports native C++ data types and user-defined data
types.
There are several other structures that are defined
as part of the SystemC library. It is worth mentioning
that SystemC includes a clock object (sc _ clock) and
a trace object (sc _ trace). The latter is very useful
for waveform tracing, since it allows for non-intrusive
recording of signals into a waveform VCD file, akin
to the function of VHDL or Verilog. This is extremely
useful when debugging the internal behavior of a
hardware model.
There are currently two SystemC extensions:
• SystemC-AMS: This is an extension for designing
systems that contain analog/mixed-signals
(AMS). They are very useful for simulating analog
modules that are part of the virtual prototype.
• SystemC-TLM: This extension enables the
implementation of the TLM technique, meaning
that abstractions of the communication channels
of the modules can be performed. This extension
is not only important for performing faster
simulations (with lower accuracy) but also for
standardizing the ways in which different modules
from other vendors can be interconnected in a
plug-and-play manner.
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EXAMPLE OF A SYSTEMC MODEL
The following code snippet shows how a very basic
Adder module (shown in Figure 2) can be built in
SystemC. The module has two input ports (A and B)
and an output port (Z)

A
B

Adder

Z

Figure 2. Adder module
SC_MODULE(adder)
{

    sc_in<int> A;
    sc_in<int> B;

    sc_out<int> Z;
    SC_CTOR(adder) : A(“A”), B(“B”), Z(“Z”)
    {

• The development of the software can be
done in parallel with the development of the
hardware, even if the RTL design is not ready
yet. This is translated in a shift to the left of the
time-to-market of the final product. Software
development can actually start months before the
final hardware is ready.
• They make testing of the whole product possible
as they provide visibility and controllability of the
entire system.
• Since the prototypes run on a host PC, excellent
schemas that can debug the system at both
hardware and software levels are available.
• In addition, they can be useful for architecture
design or for design space exploration of
hardware because they provide the possibility
to analyze the performance of hardware before
the RTL design is ready. They are also very easily
modified.

• Finally, it is important to note that simulations
can be carried out at a cycle-accurate or even
bit-accurate level with SystemC. However, faster
simulations at a bus-accurate level can also be
carried out using SystemC’s TLM extensions,
and all of these accuracy levels can be combined
depending on which module the prototype is
focusing on.

CONCLUSION
Virtual prototypes can be a highly effective tool for
the design and development of embedded software
and hardware. They can help software teams to start
the development of software before the physical
hardware is ready. They can also help hardware teams
during the hardware design stages, allowing them to
evaluate different hardware components or IP blocks
earlier.
Virtual prototypes, along with emulators and
other simulators, have their own advantages and
disadvantages. Different factors will determine which
technique is the most appropriate for a project, such
as cost, complexity of implementation, visibility for
debugging and the trade-off between accuracy and
simulation speed.
It is important that design teams understand the
broad range of options before them, and use them
at the right stages of their projects. It is almost
certain that the use of a single option alone will
be insufficient for effective project development.
The most effective solutions will employ a variety
of different techniques, taking advantage of the
strengths of each of them.

        SC_METHOD(do_addition);
        sensitive << A << B;
    }

    void do_addition(){
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        Z.write((A.read() + B.read()));

Developer

};
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    }

This demonstrates that inside the module “adder”
three ports are created. A SystemC constructor macro
(SC _ CTOR) is used to initialize the ports with a name,
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CLOUD SERVICE
PROVIDERS:
WHO IS THE
BEST FIT?

Selecting the most appropriate CSP can be
achieved through a structured approach
such as this:
•

2.
3.
4.

2.

3.

This omnipresence is heavily dependent upon cloud
solutions and services. Banks have traditionally
exhibited considerable reluctance towards cloud
adoption due to a number of concerns. These
concerns, amongst others, include security, reliability,
data confidentiality and loss of control when using
public cloud infrastructure. However, banks have at
last come to the realization that embracing the cloud
is now simply essential for providing clients with
cutting-edge solutions and services, in turn allowing
them to outcompete rivals against stiff competition.
Yet overcoming this resistance and accepting the
cloud is just the first step – the next major challenge
for banks is to decide upon the most suitable cloud
service provider (CSP) to partner with on their cloud
transformation journey. There are many major
service providers that are currently operating, and
these include Amazon, Microsoft and Google.
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The key challenges that hinder banks in their
search for the right CSP are as follows:
•

•

•

•

Similarity of solutions & services –
Distinguishing between the services offered by
all major CSPs can be difficult, which, in turn,
complicates the process of identifying the most
suitable candidate for the needs of each bank
Variety of solutions & services –
Every CSP has a large and complex catalogue
of solutions & services that are difficult to
comprehend and choose between
Lack of in-house expertise –
Banks often lack in-house experts with
knowledge and experience of the products
offered by all major CSPs, and this makes it
difficult to conduct a fair assessment to decide on
the best fit
Complex cost models –
CSPs that are very versatile and multiple
scenarios-based are difficult for in-house TCO
teams to analyze

•

Clarity on the bank’s business &
technology goals
Clear expectations on security,
compliance & service levels
The bank’s priorities with regard to
migration time, costs & risks
Breadth & depth of knowledge on the
solutions catalogue offered by
each major CSP

3.

Partner with the right services organization,
like DXC Luxoft:
1.

Today we live in an age of omnipresent business
products and services that are expected to work
seamlessly from any part of the world at any time!
The banking & capital markets (BCM) industry is no
exception to this.

Governance & Management
a.

Banks have contrasting views on their
own governance & their management
of cloud-migrated workloads in their
target state, in spite of partnerships with
services organizations

b.

The key expectation is a simple and
efficient management of cloud operations

c.

Each CSP provides a variety of cloud
orchestration and management tools that
must be evaluated in order to find the
best match for the bank’s needs

Ensure that the following prerequisites are
fulfilled before embarking on the process of
choosing a CSP:
1.

•

2.

Expertise from services organizations must be
leveraged by banks to conduct a TCO analysis
based on expected costs from the CSP. This
involves the following steps:

Enables the fulfillment of the prerequisite of
expertise on CSP solutions catalogue
Ensures the application of deep technofunctional expertise to align assessment with
both the business & technology goals
of the bank
Mitigates the risks associated with the
transformation to the selected CSP’s cloud
through engagement with the partner

Iteratively arriving at the target state
architecture on the cloud for the
workloads in scope
Identifying the most suitable charging
models from CSPs for this target state
Calculating the cost of transition from the
current state to the target state

Conduct a holistic assessment of the relevant
criteria below (in no order of priority):
1.

Consolidating these inputs into the TCO
analysis

Technology Mapping
The Bank’s on-premises technology estate
must align with the CSP’s target technology.
Examples below:

Identifying the most suitable CSP to
enable optimum TCO
4.

If the bank’s predominant on-premises
platform is Windows, then Microsoft
Azure may be the most suitable provider
If the Bank’s on-premises infrastructure
is spread across a large number of
regions around the world, Amazon AWS
may be the best fit considering their
exhaustive global coverage of data
centers

TCO Goals

Regulatory Compliance
This involves understanding of the specific
regulatory requirements of the bank based
on multiple factors. These factors include
business scope, region-specific compliance
needs and domain-specific obligations.
Assessing the ability of the CSP to fulfil these
specific regulatory requirements is also
necessary.
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5.

Security Requirements
This involves understanding the bank’s
specific security requirements based on the
nature of the planned application portfolio.
Assessing the ability of the CSP to fulfil
these security requirements, mitigation
features, and historical performance are also
necessary.

6.

Reliability & Resiliency
This involves understanding business and IT
expectations with regard to failure mitigation
& recovery, all in relation to the application
portfolio in scope. An additional focus of this
is the assessment of the CSP for fulfillment
combined with their offered service level
commitments and support flexibility.
•

7.

Solution Mapping

Finally, an assessment of the extent to which
each CSP aligns with these criteria is required
in order to find the most balanced provider.

The specific solutions required by the bank
in the target state on the cloud beyond pure
workload migration may vary significantly.
For instance, there may be specific solutions
required on data residency, data analytics,
hybrid on-premises infrastructure, cloud
orchestration and more. Support for these
specific solutions from each CSP must be
assessed in order to find the best fit.

This typically involves assigning a weightage to
each of these criteria, mathematically scoring
them for overall fulfillment, and then plotting
the alignment of each CSP for a final assessment.
An example of this can be seen below, and based
on these criteria, CSP 3 seems to be the most
appropriate candidate:

As can be observed in the latest industry trends in
cloud adoption, the expectations of the same bank
for each of these criteria can vary from application
portfolio to application portfolio. This, in turn, may
lead to the identification of different CSPs as the
best fit for each portfolio. The result of this is what
is termed a Multi-Cloud Environment, whereby the
bank adopts multiple CSPs within their estate. One
consequence of this is a greater degree of openness
from each CSP, to the end of supporting cross
integration with other CSPs on the market. A second
consequence is the appearance of various products,
created by third-party vendors, that are designed to
orchestrate these multi-cloud ecosystems.

In conclusion, choosing the right CSP requires a
combination of in-depth qualitative & quantitative
analysis, and this can be achieved through
partnership with the right expert services
organization.
DXC Luxoft has worked with many banks on CSP
selection and has a wealth of expertise in this area,
so please contact us for further insights.
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CARGO CULT
IN DEVOPS:

HARMING A PROJECT
DESPITE THE BEST
INTENTIONS
DevOps came about to both enhance development and to allow support teams
to work efficiently and smoothly. However, sometimes DevOps practices can
result in rather significant failures. Alexander Seleznev, Release Manager at
Luxoft, explains how DevOps practices can sometimes do more harm than good.

WHO NEEDS DEVOPS, AND WHY?
To begin with, let’s take a look back in time. The very
first computer was developed by Alan Turing in 1936.
At that point in time, there was just one programmer
and one computer in the entire world. Although
computing machines had existed before 1936, Alan
Turing produced the first electronic computer that
corresponds to our current understanding of the
word “computer”. Additionally, he wrote the first line
of code that we would recognize as code today.
Over the next 30 years, the number of computers
and programmers increased from fewer than ten to
tens and hundreds of thousands. After WWII, people
who developed, assembled and repaired computers
became known as programmers. In the 1950s, they
were joined by scientists, mathematicians, and
engineers. It was at this time, around 1953, that
the world’s first programming language, Fortran,
appeared. It was then that DevOps’ arch nemesis
appeared. In the 1960s, computers became cheaper
and more compact, and programmers lacked the
scientific and mathematical backgrounds that
previous programmers had. Instead, they were
experienced staffers without specialized education,
who were entrusted by their managers to operate
large and expensive machines.
In the 1970s, there were already more than a million
programmers, and yet the need for experienced
programmers continued to grow. By that time, the
first specialists had begun to graduate from the
universities, and, by virtue of this, those graduates
were young and inexperienced. It was at this moment
that things started to go wrong.

1936

Alan Turing
Globally:
1 computer
1 programmer

22

1945

Globally:
A handful of
computers
10-15
programmers

1950

Until the 1970s, programmers were disciplined
professionals. They did not need to be managed:
they knew how to organize their working time, and
how to interact with each other and with different
departments. They had business acumen, and could
stick to deadlines, promises, and schedules. They
had a natural understanding of what had to be
done urgently and what could be postponed. They
were highly qualified and experienced specialists.
They worked wonders: they created IBM 360 Virtual
Memory OS, launched a rocket that landed on the
Moon, and invented structural, functional and
object-oriented programming. They came up with
Fortran, Cobol, Algol, Lisp, Unix. They even worked in
a program that bears a great deal of resemblance to
modern-day Agile.
After the 1970s, programmers were young university
graduates. In general, they were people with a
passion for computers. Yet they were inexperienced
and did not understand the need for a schedule or
discipline, and also needed top-down management
so that companies could get what they wanted
from them. Then Waterfall appeared and provided
programmers with structure for decades. Waterfall
was born out of the lack of teachers around who
could explain how to work, and this situation persists
to this day. Yet these graduates worked in the
industry for 20 years, and in doing so gained a great
deal of experience. This led them to the realization
that something was deeply wrong in the industry – A
programmers had become simple manual workers
who lack understanding of business and critical
thinking skills. They just completed the tasks that
were set and did as their bosses said. Engineers who
were used to the role of intellectual creators were no
longer satisfied with this approach.

Globally:
Tens of computers
Thousands of
programmers
- Mathematicians
- Engineers
- Scientists

1960

Globally:
Tens of thousands
of computers
Hundreds of
thousands of
programmers
- Best and most
able staffers

1970

Globally:
Hundreds of
thousands
computers
Over 1 million
programmers
- University
graduates
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TALES OF FAILURE
Below are a number of entertaining and enlightening
stories.

INFRASTRUCTURE AS CODE
The first story is about Infrastructure as Code.
Given: We have a cloud migration project to execute.
We make Infrastructure as Code and in 80% of cases
we use Terraform to do this.

AGILE, AND ITS EVENTUAL FATE
In 1995, some of the members of that programming
generation wrote the Agile Manifesto, which initially
had only four key tenets. The main goal of this
manifesto was to eliminate the gap between business
and programmers. They stated that they were
professionals, they needed to be closer to business,
and that they didn’t need the ritualized approach of
Waterfall.
These were their four statements:
•

Individuals and interactions over processes and
tools

•

Working software over comprehensive
documentation

•

Customer collaboration over contract negotiation

•

Responding to change over following a plan

However, Agile, which had emerged in an engineering
environment to help fellow engineers, soon turned
into something unrecognizable. Today, 90% of its
concerns are managerial. If you browse the topics of
the reports from any Agile conference, you will not
find and technicals ones – only management-related
discussions on how to lead a team, and other such
topics. Why have we as an industry failed to master
Agile? Why do our managers work with Agile instead
of us? In all likelihood it is due to the fact that we
were not mature enough to absorb the practices
and disciplines that were offered to us. Technical
expertise has fallen by the wayside and has been
replaced by managerial expertise: rituals, practices,
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and processes that can be monitored are now central.
All in all, Agile has failed as an engineering movement.

DEVOPS, AND ITS EVENTUAL FATE
A few years later, in 2008-2009, a DevOps culture
emerged as an idea; this was a movement of
engineers with the aim of eliminating the gap
between system operators and programmers when
creating and updating software products. This is a
methodology that effectively eliminates interaction
issues between development and operation teams by
automating and integrating the efforts of both teams.
As a matter of practice, there are more participants,
including security experts, platform, infrastructure,
regulatory requirements specialists, and more. This
was a movement created by those that had worked in
the industry for many years.

Actions: Firstly, we began planning with Terraform
in mind, before looking through the documentation
and watching some videos. After this, we started the
job. Initially, everything went according to plan. For
the project, Vasya, a programmer, needed a common
environment that consisted of three virtual machines
and networks between them. These all easily fit into
one Terraform file. Then programmer Vitya started
working on the project; he needed an environment,
as well as a common environment for the permanent
deployment of our application’s master branch.

It worked perfectly, and everybody was satisfied. The
project began to grow, and a new programmer, Vova,
joined as well as the QA team who needed their own
environment. The environment then became more
complicated as a result; it integrated storages, load
balancers and other non-trivial services. Managing all
of this was becoming difficult. Fortunately, the team
was well-versed in Terraform modules, so refactored
everything into modules and created all the
environments using common modules and removing
the copy and pasting by 80%. Things were going very
well, at that moment in time at least.

Cloud
Module

Module

Module

Module

Vasya

Petya

Vova

QA

Module

STG

What did the Terraform gurus do? They copied the
original file and then changed the names in that file.

Yet what is the state of DevOps today? Unfortunately,
at this moment in time, DevOps is facing the same
problems as those that Agile encountered: practices
and tools prevail. DevOps engineers have appeared,
and DevOps practitioners have begun to buy and
sell, and try to implement their products everywhere.
And it seems that history is repeating itself, and we
have not learnt from our mistakes. Again, we cannot
master the discipline that we have before us. It seems
that we are slipping back into practices that are
primarily managerial. DevOps has become nothing
more than a box that must be ticked in contracts
and project presentations. Look at today’s DevOps
engineers: they criticize the work of programmers
instead of pooling their resources to create quality
products. The results of this are discussed below the
following failures.
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Suddenly, a moment arose in which we urgently
needed to clone a virtual machine from a QA
environment to Petya’s environment in order to fix
a defect, due to a commitment we had of doing so.
Yet the Terraform developers offered us no help
whatsoever. They said that they didn’t know how to
clone a virtual machine through Terraform, and that
it would take a couple of days to think it through; but
we didn’t have a couple of days.
A senior programmer got hold of the administrator’s
password for the cloud, and it took him just 30
seconds to clone a virtual machine. After this,
everything was fine. And at this moment, the team
suddenly realized that Terraform was not really
needed. In difficult cases, when the Terraform team
was not on hand to help, they could solve their
Terraform problems themselves.
Effects: Whenever someone does something
incorrectly, a story of faults is sure to follow. And
just like that, we’re left with a faulty production
environment. We have a module, they tried to bring
it to a ready-made status, they deployed it but
something went wrong. A responsible person who
started this project logged into the cloud, changed
the settings, made some amendments and, God
forbid, connected it to the QA environment through
a forwarding. This is exactly what happened. That
project paid us dividends, and everyone was happy.

A new client then got in touch with us, however. They
told us that they were big fans of our product, and
had a subscription with us, but were not satisfied
with the response time. They asked us to deploy our
infrastructure in Europe.
So, how did we go about this? We decided to
change one variable in Terraform, deployed it
in the neighboring region, and then set up the
environment through our highly automated pipeline.
Unfortunately though, this didn’t work. So, we
worked through the problem, and eventually we
came up with a plan of action. No one knew that a
junior tester had a password for the cloud, and that
he had made some changes in the cloud.

Cloud
Module

Module

Module

Module

Vasya

Petya

Vova

QA

Module

As a result: Of course, in the end we deployed the
environment in Europe, but it took us a long time and
we managed to do it without Terraform. We uploaded
the infrastructure to CloudFormation, made some
minor manual corrections to the files and uploaded
the files to the neighboring region.

KUBERNETES
Now for a story about Kubernetes.

STG

Once again, we used Terraform, and instead of
helping us, it was more of a hindrance. Trying to use
Terraform meant that we wasted a lot of time and
made no progress.
Possible solution: Could we have done things
differently? Of course.
Before you decide on which tool you want to use, you
need to ascertain the problems it can solve. Terraform
is a code, and it should be treated as a matured code.
It should have pool requests, CI, monitoring; every
night we had to check the compliance of the cloud
with the Terraform code.
We had to introduce rules for working with Terraform
and either discuss and establish them, or force them
on the team. The most important takeaway from
this is that Terraform is not the only Infrastructure
as Code tool that you should be using. Why were
there no policies? Why was it possible for someone
to access the cloud without the team’s knowledge?
Infrastructure as Code should include not only
resources, but also policies that you set. Whilst you
can’t build a defense that is completely impenetrable,

26

you can certainly put one in place that will offer you a
decent degree of protection, and that will notify you if
someone attempts to breach it.

Given: You are tasked with bringing a legacy
application to the cloud. The team studied the
application, talked to the architects and programmers
who support it, and found out that the application
ran on outdated hardware, and that migration to x86
and Linux was required. The team found out that
this is a client-server web application that is divided
into services, and they are so small that you could
consider them microservices. In addition, there is a
component that scales these services depending on
the load.

Backend

Database

Service A

Middleware

Service B
Service C
...

Any sensible DevOps engineer will say that this must
be deployed on Kubernetes.
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Actions: We encountered some serious problems
during the project. The services were very small –
less than 5 megabytes. But in order to work, 6GB
of runtime dependencies were required. Getting
those 6GB took about four to five hours. As a result,
huge images were obtained that had to be stored
somewhere. The build time was very long, and a
number of significant scalability problems emerged.
Imagine: you have 10 images that are 6GB each, and
Kubernetes adds one more server to the cluster in the
cloud to roll out an additional service replica. And so
all the images start to download for five minutes, and
users sit and wait.
Effects: Our team was tasked with ensuring that all
images were saved on all nodes, and understanding
how to have a certain number of hot nodes without
workload. In general, we had to fix the number of
replicas of services so that the application could
support the maximum load on production, and
that’s it. We had to abandon the scaling of the payas-you-go cloud model and store large-sized images
elsewhere. Later, it transpired that our application
was TP/IP-based, and we lost half of the features
that Kubernetes provided us straight out of the box.
We were not able to deliver URL-based routing, and
we could not add different links to two versions of
the application. We were not able to achieve headerbased routing, and nor could we let testers into the
neighboring version of the service. In addition, it was
very difficult to make a blue/green deployment or
rollout deployment in Kubernetes, because most of
the ready-made features for this were based on HTTP
traffic.

As a result: We ended up with a cluster of 10
expensive nodes, a bunch of disconnected elements,
and unjustifiable expenses. No one was satisfied, and
updating the app was a very slow process.
Possible solution: Could this situation have been
avoided? Yes, certainly. Kubernetes wasn’t of any
use to us, and nor were the containers that are part
and parcel of it. Instead, we should have opted for
another form of process isolation technology – some
kind of application server – and simply deployed
the application in Linux. Instead of ten nodes with
a bunch of elements, we would have had three
servers and one load balancer. This is such a basic
yet cheap and functional solution to the problem.
Again, an understanding of what Kubernetes is and
the applications that it suits is absolutely crucial.
Additionally, assessing the details of each case is vital:
what kind of app is required? How will it work? Who
will write it? These are questions that need answering,
and it is only experience that has taught us this.
The people who worked on this project will not
immediately start with Kubernetes next time. Finding
out more about this topic would be a smart move
for future development. For those who are not yet
working professionally and are still training, or plan to
use this software when embarking on a new project,
a clear understanding of the applications Kubernetes
suits and the tasks it solves is crucial. With this, the
process will be much easier.

CI/CD/CT
The last story is about CI/CD/CT.
Given: There is an existing Big Data project that was
written by young programmers without the support
of their teachers. They did not use any version control
system – the application was just in files, in buckets in
the cloud.
When they needed to test a hypothesis, they would
copy the application, change the code there, and then
start processing from this copy. If the hypothesis
was successful then they would merge it back to the
main copy. To do so takes two days, as there are long
merging queues. In addition, they chose Spark, the
new and untested kid on the block, instead of one
that could actually support the requirements.
As a result, the run time was six hours instead of the
20 minutes demanded by the business.

develop success criteria for the test. So, we had our
pull requests hanging for four hours without a result.
Then we decided not to test pull requests and connect
at least a linter there. The linter found the areas of
concern, and the bugs were fixed.
But at some point, the linter broke down. This was
due to the fact that a change was made that resulted
in an infinite recursion in the linter, and it produced
a kilometer stack trace. We tried to fix it, but failed to
do so, and as a result, the linter remained red. This
happened because nobody checked CI because it
was always red. In addition to this stack trace, which
caused our checks to collapse, there were often real
defects, which then turned into production defects.
Despite the fact that the linter had detected them,
nobody noticed them. We did not turn it off at this
stage as we thought that we would be able to fix it,
but in the end we were not able to. The picture shows
our list of merged pool requests. All of the builds
failed.

Actions: Then came the time to present the project
to the client – a high-profile technology company
that saw the project for the mess it was, and was
dissatisfied. Then the so-called ‘A Team’ specialists
were introduced to the project to salvage it. They
had two months to bring the project in line with
what customers are used to seeing. So they had to
implement version control, fix the processes, make
CI/CD/CT and fix the code so that the run time was
optimal. The programmers did their job professionally
and the code was fixed quickly.
Effects: Here is a further useful story, and this one
is CI-related. We began with Git, and then proceeded
to Continuous Integration. Usually Continuous
Integration is not trunk-based, but is based on pull
requests. Pull requests are conducted with pre-merge
checks, and after passing all the verification stages,
the code is then added to the main branch. After this
stage was underway, it became clear that there was
one test in the project that took six hours, and there
were no other tests, and that it was impossible to
conduct them. The application was quickly optimized,
the run time was reduced to four hours, which, of
course, was still too long for a pull request. The most
important thing is that the tests almost immediately
failed not because of code changes, but for some
other reasons. We engaged QA, we tried to fix the
incoming data set, and yet we still failed to stabilize
the test. In general, it was impossible to automatically
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The next task was to roll out the code to the
environment. The deployment of the application was
a simple process – all we needed to do was transfer
files from Git to the cloud, and no configuration was
required. The configuration was contained in the data,
and such continuous deployment was very easy to
automate. Continuous testing was initially contained
in pool requests, and then it became a night test. We
encountered the same issues with it as with testing
inside the pool of requests. We couldn’t just run the
tests and then figure out if they were successful or
not, and this was down to two factors. Firstly, they
took a long time, and secondly, the results had to be
analysed manually.
As a result: We had done a lot of work, but had not
achieved any positive results. In fact, our actions
actually prevented other people from working.
Possible solution: Finding out more details about CI
and its role in the project before copying Continuous
Integration.
Remember how we usually do CI? We have readymade pipelines, so when we get a new project, we use
these pipelines and adapt them, and then we say: I
am a DevOps engineer, I have done my job, use it. In
this situation, it was not worth doing, because there
was no problem that such a CI solves – instead, there
were other problems.
The requirement of this project was to detect the
areas that the team really needed help with, despite
having a masterplan to work with CI. This project
lacked a system for running DEV runs in an isolated
environment. The developers needed a script that

would prepare everything, copy the data, and launch
the application so that the launch did not overlap with
the launch of another developer. The best approach
was to carry this out from a laptop, and we didn’t
have to commit the code to an application so that it
launched there (and then failed). We therefore did
this, and also used some elements from our sub-CI,
and it was a success. But what we eventually did and
what we were initially asked to do were two different
things.

HOW TO AVOID FAILURES
How can we prevent such failures in the future?
Some might say that these are not failures, but
features of real life. Whilst it comes down to personal
preference, for many people these kinds of situations
are not pleasant. As a matter of practice, the
simplest and best approach is to properly study the
proposed solutions beforehand. Understanding the
functionality of all the tools and digging into how to
use them on a specific project are absolutely vital
steps. Perhaps the available experience or application
statistics are not as clear as they could be. Build
discipline within the team, and discuss the rules of the
game.
Look around, talk to other people, try to work
together with developers, and encourage everyone
working on the project to view it in a positive light.
Good luck to everyone!
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BRINGING
BRAINWAVES
TO BANKING

With this in mind, Luxoft team decided to use an EMOTIV EPOC X Mobile Brainwear headset. This is an external
device that uses electrodes to gather encephalographic data. The mental and facial activities are then decoded,
and the appropriate commands are sent to the subject’s device.
EMOTIV EPOC X Mobile Brainwear
Up to 4 mental and 7 facial expression commands
Multiple personalized trained models
Up to 8 hours for the device training time
Can be used for mental commands and facial
expression recognition at the same time
Bluetooth connection
Integration with Windows PC, MacOS
and mobile devices
Less than a minute for simple operations
(buying stock, paying bills)
Wide range of use cases

Luxoft team developed its own universal middleware to ensure the transfer of mental commands and facial expressions to the operating system, and created its own mobile banking application called Trinity. Trinity is controlled by the brainwaves detected by the headset.

CHALLENGE

SOLUTION

Recent technological advancement has significantly
improved the quality of life of those living with
disabilities. However, the digital transformation that
has taken place of late has left those suffering from
disabilities such as quadriplegia (paralysis from
the neck down, including the torso, legs and arms)
behind. People with these conditions cannot use
digitized services such as online banking, and this
must change to ensure that everybody can live with
the independence to which they are entitled.

The team at Luxoft decided to address this problem,
and identified several key requirements which
needed to be addressed: an intuitive and simple
design with a low amount of user activity, a workflow
with as few steps as possible, and the ability to
navigate an application without touching the screen
or any other conventional IO devices (keyboard,
mouse). To satisfy these demands, Luxoft turned
to brain-computer interface (BCI) technology. This
technology facilitates the transformation of brain
signals into commands that instruct a device to
perform a particular action.
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LIFT
Lifting an imaginary cube

PUSH
Pushing an imaginary ball

DROP
Counting backwards in
5s from 100

PULL
Moving a rook around
the chessboard
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The headset itself has Bluetooth Low Energy, 5.0 Ready connection,
and can read up to four mental and seven facial expression commands.

Mental commands include the following:

This diagram provides a visual representation of these steps:

Mental
command

Facial expressions include:

• Lift an imaginary cube

• Blink

• Clench

• Push an imaginary ball

• Wink with left then right eye

• Laugh

• Count backwards in 5s from 100

• Surprise

• Smirk from
left to right

• Move a rook around the chessboard

• Frown
• Look from
left to right

• Smile

The headset gathers the brainwaves from the mental commands and facial expressions, and they are then
transmitted to the mobile device. After this, signals are fed into the electroencephalogram (EEG) data store,
before being converted into commands for either the desktop app, the mobile app, or the web app. The diagram
below provides a visual representation of this process.

Desktop app

Mental
command
Mobile
device

Signals

Facial expression
recognition

Trained
models
EEG data
store

1.

Raw brain data and facial expressions
are fed into a computer

2.

There they are converted into
data samples

Data samples

Facial expression
recognition

TECHNICAL DETAILS
Each user must install the Emotiv device
configuration application in order to get started.
The application is free and is available on the latest
versions of MacOS, iOS, Windows. The application
contains a Cortex service – this processes EEG data
using Emotiv proprietary models, and produces
a data stream that consists of commands and
precision: one such example would be blink;0.75454.
Developers can subscribe to this data stream
and map commands to actions on web, mobile,
or desktop applications – or even customize the
experience using precision as a clause.

RESULTS
Commands

Mobile app

Web app

However, interpreting the brainwaves of the user is
rather complex, and the EEG device that picks up the
EEG signals must be trained by repeating the mental
commands and facial expressions. The training steps
are as follows:

PC or
Mac OS

This groundbreaking technology was then tested by
the Luxoft team. The EEG headset was connected to
an iPhone via Bluetooth. The following four basic use
cases were performed to to replicate a simple online
investment activity:
•

Checking portfolio status

•

Viewing asset position over time

•

Buying or selling assets

Trained
models
EEG data
store

Once the training is successfully
completed, the brainwaves can
be read accurately.

For reference, it took just three to six minutes to
buy an asset, and this represents a significant step
forward. It is clear that Luxoft’s solution would have a
serious impact on the lives of those with disabilities.
However, whilst this technology has the potential
to grow into a fully-fledged, industrialized solution
to help those with disabilities to use online banking
services, it could also be used to carry out healthcare,
transportation, grocery, and smart home functions.

Yet the implications of this are not limited only to
people with disabilities: this technology would allow
the world’s entire population to trade assets or
check their pension funds through thought alone. In
short, the possibilities are endless, and the results of
Luxoft’s project are hugely exciting.
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3.

These data samples are then
fed into the EEG data store
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Danyil has 13 years of experience in IT, 10 years of which have been spent in
business analysis and product management. He is co-author of the Exonum
blockchain (https://exonum.com/index).
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GUIDE:
HOW TO
CONDUCT
STAKEHOLDER
INTERVIEWS
ONLINE
Stakeholder interviews are essential if you want to
start your project in the right way. They establish the
foundation for the entire project, and provide you
with key insights that will guide you.
For the sake of clarity, a stakeholder interview
might be defined as a one-to-one conversation or
semi-structured interview with the aim of obtaining
information relevant to a project, as well as eliciting
stakeholder expectations and suggestions.

and marketing teams. Do you need to interview all
of them? The simple answer is no; below is some
guidance that may help you. You should invite:
•

Those who make decisions about time, money,
and resources

•

Those who have information that you require,
whatever that information may be

•

Those who you might need to include for
peacekeeping (this is important if you want to
build strong relations with your team)

Firstly, you need to understand who your
stakeholders for the project are. Not everybody
involved in the project is a stakeholder.
•
Focus on people who have a valuable impact on the
project, starting from the product owner to sales
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Those who have organizational influence relevant
to your project

Interviews are useful because:

STEPS:

They allow you to define goals, form
expectations, and elicit ideas at the beginning of
every project
They provide opportunities to obtain an
understanding of the concerns and issues of key
stakeholders, and to determine the best way of
communicating
They provide an effective way of introducing the
team to the client, as well as enhancing credibility.
They also provide an opportunity to lay the
foundation for open lines of communication, and
to build trust
They can help defuse potentially confrontational
situations
They offer a high-quality introduction to the
domain or product if they are unknown

Document your assumptions

Consider how the information will be used afterward
before drafting a list of questions for your interview.
For example, if your project is to create a widget, do
you really need to question your stakeholders on
domain overview?
Once the expectations are set, start putting together
what you already know about the project and writing
down your assumptions. Stakeholders are usually
glad to tell you all about the features/product vision
they have. In all likelihood, the answer you get will be
in response to a “what” question. However, the main
goal is to understand the whole user experience, so
try to shift your focus to more important questions
beginning with “who”, “how”, and “why”.

Challenges to Consider:

Here are some examples of questions you should
consider:

•

They are time-consuming

•

What is the main problem you need to fix?

•

They require skilled interviewers

•

What is the main experience to improve?

•

It can be hard to find time in stakeholders’ busy
schedules

•

Why do you think people currently do things
this way?

•

Some stakeholders will simply not participate, as
there are those who do not understand the value
of it

•

The input of some stakeholders is largely useless.
It requires a tactful and delicate explanation of
this fact to avoid causing tension by ‘ignoring’
their input

Consider context

The next step is to understand the context
surrounding the solution you are working on – it’s not
yet time to start to put a question list together.
Start by asking stakeholders for any materials that
they believe are essential for doing their job: what
helps them get things done right away? Consider
looking into YouTube tutorials, blogs, mailing lists,
meetup groups, forums, etc. that are related to what
they do. Even a quick glance over these materials will
help you ensure that you will use your time together
wisely.
Also, try to avoid focusing on industry problems, but
rather shift your focus to human-scale problems.
What are the major pain points that users complain
about?
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Draft your questions

Finally, get to the questions. Here are some useful
tips:
•

•

Focus on “how” and “why” questions.
These questions will uncover the experience
gaps that you are looking for.

Important tip: avoid scheduling too many interviews
in one day. It may complicate the digestion of
information, so you may miss important insights.
Another tip is to conduct an interview with one of
your colleagues alongside you. One person can
assume the role of facilitator, driving the discussion,
whilst the other takes notes, actively listening so that
they can support the conversation with additional
questions.

Do not be afraid to ask “stupid” questions.
They might seem obvious at first glance, but by
asking obvious uncomfortable questions you
may uncover unexpected insights.

•

Start by thanking them for the time they are
dedicating to these sessions. Stakeholders are
usually quite busy, so it is important to show your
appreciation.

•

Mention once again goals and expected
outcomes to help stakeholders to stay focused on
what it is that you need.

•

Record the interview. Firstly, ask for permission
to record :) It’s quite useful to revisit the
interview.

•

Encourage stakeholders by giving positive
feedback on their answers.

Run the interview

Important tips on how to run the interview:
•

•

Forget yes/no questions.
Simply forget they exist whilst conducting
your interviews.
Do not focus on the future.
Envisioning what could have been or what may
happen might seem like a promising idea, but in
all likelihood, it will not give you any reliable data
that can help with today’s experience.

•

Divide all your questions into logical sections.
You need to have a clear structure that
is easy to follow.

•

Plan how much time each section
of questions will take.
Usually, the minute your meeting is over, your
stakeholder will need to jump to another one.
Your online time will be limited, so use it wisely
and make every minute count.

•

Switch on your camera. It helps to have more
human communication with your stakeholder.

•

Small talk

•

At the end of the interview, thank them once
again for their time and the information they
have shared.

•

Ask if you can contact them again if you have any
additional questions.

After the interview is finished:
•

Debrief with your colleagues. Sync up after
the call to determine what went well, and what
should be improved for the next interview.

•

Highlight notable quotes. This will be quite
helpful when presenting results from your
research to your stakeholder.

•

Synthesize the results

After the interview sessions are finished, lay out all
results to clearly establish the outcomes. Start with
transcribing the meetings. Each detail of the meeting
may be important, so note everything down to
avoid misunderstandings. It is time-consuming, but
with the help of an online transcription service it is
much easier. For example, you can upload audio to
Microsoft Word, and this program will do the whole
job for you.
The next step is to revisit your initial hypothesis.
Crosscheck if your initial assumptions match your
findings. Merge all the insights from the interview
into one document so it can be easily shared with
your colleagues.
Create a plan of your UX research and your next
steps: now you know your course of action is ready.
And do not forget to present the outcomes to your
team.
Stakeholder interviews are a critical way of
kickstarting projects. If they are conducted correctly,
they will point projects in the right direction and help
to build strong relationships with your stakeholders.
Finally, they offer an amazing opportunity to improve
your interview skills.

Reference/update questions. It’s common
practice to revisit the list based on the
answers you get.

Plan meetings and invite participants

Start with preparing your interview environment.
Check that your interview participants can access the
tools easily. Preferably, set up a test call just to be
sure that everything works.
Prepare an invitation letter for your stakeholders.
Explain the reason for contact, send a list of
questions you aim to cover, and set the timeframe for
the interview.
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I’m focused on ensuring clear and timely communication, so that the product
process moves smoothly from start to finish. I’m responsible for setting goals,
writing project plans and allocating team resources. I work across departments to
make sure that UX is involved throughout a project’s life cycle.
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