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RPA: FIVE STEPS
TO START
HARNESSING
ROBOTICS & AI
IN YOUR WORLD

#9/2019

Whether you are an organization leader, vendor, a representative, or an
individual technology professional, here are five practical steps to start
harnessing the opportunities that robotics have to offer. These are the
steps that work.

1

BUILD
AWARENESS:
Look at the leaders in the industry, at both corporate use
cases and RPA solutions provided by top vendors.
RPA is a good remedy for cost-intensive, repetitive,
structured and workforce-consuming processes, such
as:
 Processing incoming forms and populating the
data into a target system. This is common in
financial services and retail.
 How orders or questionnaires from clients or
brokers are ingested (OCR or email), populated
in trading systems and a response is captured and
sent back. This is applicable for operations and
regulatory industries and encompasses client
on- and off-boarding processes, the trading life
cycle, tax form collection, AML and KYC reviews.
 Decommissioning multiple legacy systems
and moving data to a new destination. RPA is
especially useful when back-end integration is
not in place.

AI power comes into play when the underlying process
(or interface) changes slightly, flow is at risk of breaking
and new coding or reconfiguration is not feasible. ML is
handy once large volumes of data can be fed to the robot
for it to learn the changes and deviations of inflowing
information.
Robots are well known for working 24/7 — there are
no out-of-office days and no human errors. They are
attentive, cost-effective, and productive.
Below is a list of prominent RPA & AI vendors picked out
of Gartner’s Market Guide and FIT Matrix by Everest:
•
•
•
•
•

Blue Prism
WorkFusion
Pega Robotics (formerly Openspan)
UiPath
Automation Anywhere

Each of the providers above conducts user conferences
and summits, which offer new perspectives and the
chance to raise questions and have them answered.
Tickets are often free of charge. Just ask.
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Everest Group's "virtual workforce" RPA technology vendor FIT Matrix™

Optimizers

Leaders
Automation Anywhere

Leaders
Challengers
Aspirants

NICE
UiPath
Thoughtonomy
Kofax Kapow
Redwood

WorkFusion

Optimizers
Star Performers

Softomotive

Different
approach to
MARKET IMPACT

Kryon Systems

robotic process
automation than
traditional RPA

Aspirants

Challengers

VISION AND CAPABILITY
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Talk about the opportunities and benefits presented by AI
within your organization.

Gaining knowledge of the RPA process and growing
skillful in RPA technology can be fun.

Identify those with talent, who have a hand in robotics,
or who have prior related experience in dealing with the
pitfalls and challenges of implementing something new.
Maybe that person is just interested, or has a group of
friends with a similar shared interest.

Training is available from commercial providers or free
self-study courses:

PROMOTE
CHANGE:

Town hall is a good spot to advertise. Articles in intranet or
posts pinned to the news board, virtual coffee meetings,
or brown bag lunches — all of these work. Volunteers
willing to go the extra mile will show up.
A common fear of personnel around AI is that if it is
implemented, it will threaten their job security. Refer
them to the industry studies proving that AI leads to job
growth. A Deloitte study says that workforce numbers
actually grow after automation is properly implemented.
However, new and more complex skills are required to
support a larger production output after automation is
in place. See the WSJ article below, which features the
Deloitte study.
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LEARN
A SKILL:

 Coursera
https://www.coursera.org/courses?languages=en&query=robotic+process+automation
 Automation Academy
https://automationacademy.com/
 Or check out the catalog of your corporate
Training Center.
A bonus to an employee for completing a course will
be a nice incentive and a sign of recognition by your
organization.
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GET
PRACTICE:
“Knowledge without practice is useless.” © Confucius
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A business might dedicate a bit of time to talk to their vendor
partners. Every solutions provider has a deck on the RPA to walk
through. Just start a conversation. You will get help to identify
processes eligible for automation and potential benefits to save
costs together with efficiency improvement. Also you can see
case studies out of the vendor practice. And it’s a good occasion
to talk about starting a proof of concept.
For technology providers the concept of dogfooding is working
well for a start. Automating an internal process builds practice
until it's ready to be promoted to a client. The options are numerous: Invoicing, Service Desk, or even Recruitment search.
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SHARE
EXPERIENCE:
Sharing your experiences, successes and concerns helps
move everyone forward in the RPA journey. Publish articles on
the benefits of increased quality, better production and visible
cost-cutting. Specify the processes identified and the solution
picked. Or, describe the problems that you've encountered like
infrastructure setup, weak statistics from RPA solutions, the
wrong processes selected for automation and the reactions
of staff. The stories will prompt your neighbors to share their
experiences, as well.
Robots are coming, and the bots cannot be stopped. If you can't
beat them, join them. Find and hire the best robot to work for
you. Welcome to the brave new world!

AUTHOR

ARTEM BATKIVSKYI
Technology & Software
Engineering Lead
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HOW

MACHINE LEARNING FACILITATES

FRAUD
DETECTION
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Industries that involve financial transactions, particularly online payments,
are suffering from fraud-related risks and losses, and the machine learning
approach is a highly effective one in preventing damages. A form of artificial
intelligence that enables computers to self-learn from available data and
develop autonomously, machine learning (ML) is fully capable of resolving
many problems, such as bolstering cybersecurity, detecting scams and
malware, preventing money laundering, and mitigating eCommerce
fraudulent activity.

WHY FRAUD PREVENTION IS SO CRUCIAL
IN FINTECH AND ECOMMERCE
Payments are the most digitalized part of the financial
industry, which makes them particularly vulnerable to
fraudulent activities. In Yandex.Money all transactions
go through the anti-fraud system check to protect: (1)
the customer — from direct damages caused by fraud; (2)
the seller and their acquiring bank — from unauthorized
payments resulting in refunds; and (3) the payment service
provider (PSP) — from penalties and user dissatisfaction.
Anti-fraud protection is placed at the core of the
Yandex.Money payment infrastructure. It is connected
to the ML module and works in conjunction with the
static rules for more accurate risk assessment. If there
is anything suspicious, the anti-fraud system might
recommend an additional authentication process or
give it a high-risk rating.

AI AND ML IN MAKING DECISIONS
As for machine learning methods, Yandex.Money uses
a few popular analysis systems to create ML models.
Independently of the technology being used, the process
is divided into two phases:

Provided by Shutterstock

 Model fitting: The model parameters are set and
significant attributes are identified.
 Application of the results, i.e. classification of new
operations: Each new transaction is categorized
according to its risk level — high risk, fraudulent
or secure.
Working from static rules, the anti-fraud algorithm
sends a request with specific transaction attributes to
the machine learning module for classification. The
probability of fraud is analyzed by the machine learning
model which gives a response based on the security

level of every transaction. The anti-fraud system checks
the attributes of a transaction to look for any suspicious
deviations in user behavior, or compares the attributes
with previous transactions conducted by the same user.
A forecast is generated for each attribute of a new
transaction that specifies the range of possible values. If
the reality differs greatly from the forecast, it is a cause
for suspicion and, for example, additional verification.
If several attributes go beyond these specifications, it
signals an anomaly that should be carefully considered.

ANOMALY DETECTION AREA
When referring to payments in online stores, most of the
risk is usually borne by the merchant, as the merchant
will have to deal with claims and refunds should any problem occur. Seeking anomalies in user behavior is one
of the most relevant tasks of anti-fraud systems.
And vice versa, as well: a store might exhibit abnormal
behavior and, just like ordinary users, become a target of
scammers. Such deviations in behavior can be identified
from the similar changes in the nature of transactions
and related attributes.

KEY DIFFICULTIES IN ANALYSIS
The available operation data defines the set of attributes,
and its differentiation between “+” and “-” values is
crucial, as there has to be a line that, once crossed, can
be used by the anti-fraud system to identify transaction
parameters as suspicious. The recognition of anomalous
values for each attribute (or their combinations) is one
of the most complex tasks in analysis.
At the model preparation and training stage, Yandex.Money
analysts build a confidence interval for the attributes
of a good-natured transaction. In order to do that, the
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transaction history data of a particular user or store has
to be extrapolated. Comparing the current transaction
parameters value to the interval boundaries reveals the
anomaly.
The learning process is based on the following
methods: (1) probabilistic — taking into account all
kinds of distribution for the objects of a class; (2) metric
— estimating distances between objects; and (3)
correlation — determining quantitative relationships
between a set of under-study system parameters.
The following Yandex.Money’s algorithm for detection of
abnormal attribute values:
 Extrapolate the values of time series for each of
the characteristics;
 Calculate the difference between the actual value of the characteristic and the one forecasted
by the ML;
 If there is a significant difference between
the two, and such anomalous events form
a combination (IP, card’s BIN, the browser), it
is very likely that a particular transaction has
a suspicious background.
The results of the ML analysis don’t necessarily have
to be decisive, as there are many static criteria in the
anti-fraud rules that help determine the outcome. Each
model of ML can be customized with its own threshold.
It is important to select a threshold that is reasonable
and moderate in order to avoid blocking most normal
transactions — that is, it must be a deviation that is
significant enough to take action.

IT’S ALL FOR THE SAKE OF USERS
Amidst the cutting-edge technology and complex math,
our team always keeps the user in mind and makes
every effort to strike a balance between convenience,
reliability and speed, avoiding excess.
It’s essential that the implementation of risk assessment
by ML does not increase processing time. Even the most
perfect protection will be rejected by users if they have
to wait for confirmation that takes several minutes, as
nowadays transactions are expected to be frictionless
and instant, with anti-fraud systems working in real time.
Our mechanism was developed to allow classification
by ML methods to occur simultaneously with static rules.
However, sometimes static rules and machine learning
can give different responses, so a special module was
developed that chooses the more suitable and secure
final decision.
The Yandex.Money scheme provides the results of each
verification in the following way: (1) the rule-based
system and the models of ML respond synchronously
to the payment component; and (2) the scoring and
transaction data are sent to the history database for use
in checking future transactions.
These days, the anti-fraud system has the ability to
additionally estimate the risk of any purchase based on
statistics, and not respond negatively if it simply follows
the static rules. For users, it means an additional level
of protection and a more flexible response from the
system, even when a transaction stands out from the rest
because of its attributes.

AUTHOR

EVGENII VINOGRADOV,
Head of Data Warehouse Development, Yandex.Money
Evgenii is a graduate of the Applied Mathematics department at St. Petersburg State University,
where he received his PhD. Evgenii spent the last 20 years working in IT development in various
areas — from CAD systems in outsourcing to FinTech. In 2003, he joined the Yandex.Money team,
where he and his team is responsible for data engineering, anti-fraud systems development and
business intelligence.
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CASE STUDY

FLEET MONITORING
AND PREDICTIVE
MAINTENANCE
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Many are facing an oncoming legislative challenge. In
2025, London and other major cities around the world
will only be allowed to buy zero-emission buses. In
addition, all of London’s bus fleets must be upgraded
to the Euro VI standard by 2020, with all Ultra-Low
Emission Zone vehicles, either electric or hybrid.
Furthermore, legislation requires detailed data reports
to prove these conditions.

Provided by Shutterstock
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Based in the UK, Vantage Power is a leading designer
and manufacturer of hybrid and full electric heavy-duty
vehicle powertrains. They targeted an in-operation
London bus fleet of around 9,000 diesel engine buses
and recently participated in a trial to retrofit some with
hybrid powertrains. Included in the new powertrains are
sensors for telemetry monitoring, which isn't available
in current bus engines and ancillary systems. With this
upgrade, Vantage Power offers a unique fleet monitoring
and diagnostics solution not otherwise available in the
bus or heavy-duty vehicle industry today.

Luxoft provided Vantage Power with the technology
expertise, domain experience and scale to build the
solution. Now, Vantage Power provides heavy-duty
vehicle OEMs and fleet operators with a custom fleet
management platform and next-generation suite with
predictive capabilities. Luxoft also designed and built
a back-end cloud to ingest, process and store real-time
telemetry data from the vehicles, and present it to the
end user. Through AWS and Luxoft’s partnership, this
solution has been fully operational for over 12 months.
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BUSINESS CHALLENGE

Vantage Power engaged Luxoft to help realize their
vision for an integrated fleet management platform
that communicates directly with retrofit buses. Luxoft’s
experience in real-time streaming data capture, deep
domain knowledge in vehicle telemetry and skills in
back-end cloud architecture was a perfect fit.
The key challenge was to create a holistic solution
with both back-end platform enablement and an endcustomer web dashboard that provides situational
awareness to Vantage Power and fleet operators. The
front-end web experience needed to present actionable

IoT Registry

Attributes

vehicle data intuitively. Luxoft had to design an interface
that provided Vantage Power with unique capabilities to
differentiate their brand, including:
• A
 wareness of current and aggregate fuel cost
optimizations
• Real-time vehicle failure and maintenance alerts
• Remote diagnostics and troubleshooting
• Parts inventory and tracking
• Real-time geolocation visualization
• Rules-driven two-way communication based on
intelligent triggers (e.g., geo-fencing)

IoT reported state

Shadow

Web Dashboard
HTTPS

Telemetry
Amazon
QuickSight
AWS IoT Analytics
Enrich &
Transform

Amazon
SageMaker
Lambda function

LUXOFT DELIVERED
SOLUTION

Today, Vantage Power’s platform is on London’s streets as
part of a growing fleet of retrofit buses. Called VP Vision,
it includes a web dashboard that can monitor powertrain
and vehicle system performance and produce over
6,000 data points every second across thousands of
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buses nationwide. By monitoring vehicle speed, engine
health and fuel cell-level diagnostics, VP Vision delivers
real-time driver/fleet dispatch alerts when routine
maintenance is needed.

#9/2019

Built around a foundational Lambda architecture, the
solution leverages the IoT components of Amazon Web
Services (AWS), and is capable of ingesting hundreds of
thousands of data points at 1hz frequency over cellular
connectivity. With an increasing number of in-service
vehicles, Luxoft anticipated the need to get ahead of
operational costs from data transfers and storage, so we
drove early-stage decisions around data compression
and optimization. With a long-term vision for predictive
maintenance and machine learning, the platform and
front end were designed to accommodate new capabilities as needs arise.

insights into over 6,000 data points from each vehicle.
IoT Analytics significantly simplifies VP Vision. Data
scientists can create and manage data pipelines without
asking engineering and IT for help, since data is already
available in AWS Athena for easy querying. Using IoT
Analytics Notebooks and SageMaker, users can train and
derive machine learning models and push them to AWS
Greengrass ML.
This new system facilitates automation through inference
at the edge. It drives 360-degree feedback through
predictive maintenance and anomaly detection.

Most recently, Luxoft introduced AWS IoT Analytics and
Greengrass ML, enabling users to receive reporting and

BENEFITS
With VP Vision, OEMs and fleet operators have access
to many new capabilities not yet seen in the heavy-duty
vehicle industry. From the dashboard, they can monitor
their in-service vehicles in real time from a geo-spatial
perspective. Operators can select a vehicle icon to
monitor live efficiency metrics, battery charge and
miles driven.
Vantage Power and its customers gained valuable
benefits from the solution, which:
 Limits the time vehicles spend in maintenance
shops, increasing business agility
 Reduces downtime and operation costs by
anticipating maintenance needs before they
happen
 Lowers costs by streamlining aftermarket support
 Monitors emissions in real time and optimizes
fleet logistics
 Improves vehicle performance based on realworld data
 Meets compliance, as in 2025 many major cities
will only be able to buy zero-emission buses
VP Vision makes intelligent rules-driven decisions for
individual vehicles. While this includes route optimization,

the near-term goal is for geo-fenced decision-making
capabilities to trigger a change in vehicle operation,
such as entering full-electric mode, based on location
(e.g., schools nearby). As faults occur, real-time
notifications are flagged that can identify a live issue and
generate a diagnostic report. Support teams can then
respond immediately to potential maintenance events,
enhancing efficiency.
With VP Vision, OEMs and fleet operators have all vehicle
activity in one place. This minimizes the administrative
burden traditionally experienced in monitoring,
managing, scheduling, parts provisioning, fixing, and
commissioning vehicles back into service.
Vantage Power can push insights to the edge – creating
automated data-driven insight. Using the public cloud,
AI, IoT and big data analytics, OEMs can now optimize
processes and encourage proactive action. This capability
to monitor battery-powered applications extends beyond
into other industries, as any connected device can benefit
from performance analysis using AWS SageMaker. This
analysis doesn’t even need to reside in the cloud, as AWS
Greengrass can be used on-device.
By combining the industry capabilities of Vantage Power
and Luxoft’s technical expertise, a valuable partnership
is created that enables new possibilities and revenue
streams.
To learn more, connect with Luxoft.
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MYTHS

ABOUT MACHINE
LEARNING

MACHINE LEARNING (ML), one of the most actively developing areas of Computer
Science, deals with a subject that sounds rather unusual: making computers work without
being programmed. Add to this ML’s deep connection with Artificial Intelligence (AI), and
all this creates various myths and beliefs that are sometimes very far from reality.
At the same time, and speaking practically, a clear understanding of what ML can and
can’t do will bring much better practical results when applying this technology to real
business problems.
How does machine learning work? Essentially, ML replaces traditional algorithms built
on pre-designed logic by those defining and/or gradually building logic by themselves.
This is extremely useful when developing systems whose behavior is based on something
vaguely defined (such as recognizing whether a computer image represents a cat or
a dog). Without ML, it would require enormous effort to program in a classical way by
defining a set of “hardcoded” rules, and in most cases, simply would not have been
feasible.
Instead, the computer can learn this “skill” by analyzing millions of images of both cats
and dogs, and then decide by itself what an image represents (without formulating any
clear “hardcoded” rules). This is a tremendous achievement in the field of software
engineering, and when applied in the business environment, ML offers significant added
value and the ability to solve previously unsolvable problems.
Machine Learning in its modern form started developing in the 1950s. The first time the
term was used was in 1959 in an article about the game of checkers. This is one of those
rare cases when the first use of a term was totally in line with its future (modern) meaning,
as in most cases initial and mature term usages are totally different: for example, for Big
Data (first used in 1998 for big hard disk volumes, and only gaining the meaning it holds
today in 2008); the Internet of Things (related to RFID initially in stock logistics); or Data
Science (synonymous with computer science in the 1960s and gaining its current meaning only in the late 1990s).
But despite the clear, unambiguous and early definition, and despite the fact that ML has
recently left the Gartner Hype Cycle of Emerging Technologies and thus qualifying as
a well-developed industrial technology, ML is still shrouded in myth.
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data, and any application area that does not provide or
can’t make use of such data will simply not be suitable
for ML methods.

1

ML HAS
NOTHING
TO DO WITH ME

Machine learning is invisibly present everywhere.
Online shops trace your clicks and purchases, and do
the same for millions of other customers in order to train
recommender systems that later on suggest exactly what
you want before you even know what it is. As an aside,
currently about 35% of Amazon’s revenue is generated
by an ML-based recommender system, and for Netflix (a
streaming video service), it drives about 75% of revenue.
Another ML example is spam filtering. This happens
today by analyzing emails, finding spam patterns from
thousands of real cases and then filtering out what is
believed (by self-educating algorithms) to be spam.
Many of us using email in daily life do not really notice
this, yet of the nearly 280 billion emails sent and received
every day around the globe, more than half are spam.
Apart from this, Google looks at user searches to identify
appropriate targeted advertisements, and Facebook
analyzes social network data to choose which posts to
show to users. There are many more examples of how
ML is used as a core technology by businesses worldwide.
ML is with you every day — it is part of your life.

2

ML CAN
SOLVE ALL OF
MY PROBLEMS

ML has specific areas of applicability, and it is far from
being everything. In fact, the main purpose of machine
learning is to predict the future based on past and current

For example, if data exists on what type of music you
prefer and on what other people with similar tastes
are listening to (which can be discovered by analyzing
historical behavior patterns), ML can rather accurately
predict whether or not you will like a particular new piece
of music. But if you want to predict how successful a new
product or service you are launching will be, if you don't
have any history of similar products or similar business
scenarios, ML can’t help you that much and you should
rely on other methods.
Another common scenario when ML is not applicable
relates to predicting behavior based on “hard-defined”
rules; for example, finding all customers at a store,
even from a huge set, that purchased computers
a year ago, and targeting them for an advertisement
for new batteries doesn't require ML. A simple hardrule algorithm can be used straightaway and will work
perfectly well.
Finally, there are cases where ML can't be used, because
the factors impacting the result can't be clearly separated
from those that are unimportant or have an unknown
impact. An example of such factors is a political situation
or a stock market variable that happens suddenly and
changes the situation beyond recognition — this would
render a whole model useless.

3

ML IS FREE
FROM HUMAN
INFLUENCE

Not really. ML deals more with data rather than
algorithms, and it is extremely difficult, if not impossible,
to completely remove human influence. Quality data
is crucial to machine learning, and those filled with
human bias (consciously or unconsciously) can greatly
impact behavior. One of the most well-known examples
of this is Microsoft’s chatbot “Tay” that learned from
conversational understanding. Unable to understand
sarcasm, or differentiate between conversation and
trolling human interactions, it became offensive during
its first, and last, day on the open internet.
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4

ML, ARTIFICIAL
INTELLIGENCE AND
DEEP LEARNING ARE
SYNONYMOUS

Artificial Intelligence is, in fact, not a single technology
but rather a global scientific and practical direction
aiming to solve either specialized tasks that normally
require human intelligence (and in some of them, such
as medical diagnostics by image, they have already
surpassed human capability), or general thought
processes (“true AI” or Artificial General Intelligence
(AGI) that might be achieved in the near or distant
future, or never at all).
AI changed few main technologies in the course of its
development when it officially started in 1956 at the
Dartmouth Conference. Even in the 1980s, the main
AI technology was different from what we have today:
expert systems in those days were rule-based (the direct
opposite of what we consider ML to be today). Only
during the last four or five years has another technology,
Artificial Neural Networks (ANN), become mainstream AI
and the most powerful ML-based method. This resulted
from the substantial increase in available data (ANN
requires huge volumes for training), and available
processing power.
ML learns from data. In application scenarios, this makes
it just a subset of AI (and there could be non-AI-related
ML applications, just outside the AI area). Deep Learning
is a further subset of ML, which solves ML problems by
using ANN as its particular data structure/algorithm.

When we talk about AI but not ML, we are usually
referring to rule-based methods (such as expert
systems), and when we consider ML but not DL, we go for
methods other than ANN, choosing more traditional ML
algorithms and learning data structures.

5

ONLY SKILLED
DATA SCIENTISTS
CAN USE MACHINE
LEARNING

Creating machines that learn and constantly improve
is indeed in the realm of expertise of professional data
scientists, but setting up machine learning is more
a handicraft than science. Enthusiastic amateurs
with a basic technical background can do it. One good
example is the agricultural AI application created by
a Japanese farmer using Google’s TensorFlow, in order
to sort cucumbers on his farm. Many organizations such
as Amazon, Baidu, Facebook, Google, and Microsoft
are building machine learning-powered platforms and
applications to democratize machine learning so that
anyone can use it.
There are other myths about machine learning, but
these five are probably the biggest, and so are the best to
dispel. I wish you luck in venturing into this exciting and
promising area.

AUTHOR

ANDREY POVAROV
Andrey is an IT manager with a wealth of experience in developing and implementing business
expansion strategies; launching new products on global markets; and running country
operations for international companies. He is passionate about adopting emerging technologies
as well as designing and running premium training programs. He has both a technical and
managerial background, a PhD and an MBA.

#9/2019

Energy and Utilities

Innovating Petroleum
and Public Service
Infrastructures

Advertising

Developing and deploying next-generation solutions
to transform and enhance complex energy and utility
infrastructures.

career.luxoft.com

17

SECURITY
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Everyone who works in IT has come across the
term security testing. But what does it actually
mean to perform security testing? Is it the same
as software testing or penetration testing? If not,
then how is it different, and what skills should
the tester have in order to carry out the task
effectively and deliver good results? This article
brings these questions and more to the table
and tries to explain the various issues we may
come across when we don’t fully understand the
difference between software testing, security
testing and penetration testing.

SECURITY TESTING
Let us begin with the definition of security testing used
by ISTQB, an organization that gathers software testing
specialists. Their explanation (Figure 1) points out that
this type of testing is directed towards determining the
security level of a software product. It is not exactly
a precise definition, but it provides the focus and
emphasizes the need to obtain knowledge about how
secure a given product is – in this case, a software
product.
security testing
Testing to determine the security of a software product.
Synonyms: —
See also: functionality testing

information indicating the positive or negative result of
a test, in short — to obtain a PASS or FAIL value.
Even if we consider tests that do not directly deliver
a binary answer, in most cases we still need to compare
the obtained output to the requirements or constraints
(e.g., in assessing performance or measuring response
times). We do this in order to figure out if our results
were satisfactory and we can proceed to the next stage,
or if we need to analyze more deeply with a view towards
improvement. As you can see, software testing in general
terms is mostly aimed at action — identify the problem
and correct it. We say that the outcomes of software
testing are mostly bugs and defects. At a higher level, we
assess the number of bugs and rate how critical they are
– all this in order to gain understanding of how much
time and effort it will take to resolve them.

Figure 1. Security testing definition according to ISTQB

Provided by Shutterstock

Besides the difference in what the subject of the testing
is considered to be, an experienced security specialist
would also point out the difference in the type of output
expected and in what form it should be presented.
Within the software industry, we often say that the goal
of software testing is to provide answers regarding how
the software reflects or meets business requirements;
how it fulfills specifications; whether or not performance
is satisfactory; and whether or not the product behaves
as expected and properly reacts to erroneous or non-standard inputs. In general, we expect to obtain binary

This reveals the biggest difference between security
testing and general software testing. The software tester
looks for bugs, while the security expert tries to assess
the security level through vulnerability enumeration
or identifying areas for improvement. In other words,
security testing would verify that at each stage of the
software development lifecycle, best practices were
introduced and all the necessary security requirements
were implemented. It also covers verification in order to
determine that security mechanisms and features are
working properly to provide a certain expected level of
protection. This brings us to our first important question:
What should a security testing result look like if we want
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to understand how secure a system or an application is?
Simply obtaining the number of bugs or vulnerabilities
found won't help us. From a simple number we can’t
deduce to what degree a given system provides security
for data being processed, whether or not implemented
security mechanisms can be bypassed (for example, if
an authentification mechanism can be fooled to grant
access to an attacker). In order to fully assess security,
we would need another angle to describe bugs and
vulnerabilities. That is why, in most cases, a security
specialist uses three security characteristics to make that
description more accurate and precise, which are:

CVSS v.3.0 Severity and Metrics:
Base Score: 5.9 MEDIUM
Vector: AV:N/AC:H/PR:N/UI:N/S:U/C:N/I:N/A:H (V3 legend)

Impact Score: 3.6
Exploitability Score: 2.2
Attack Vector (AV): Network
Attack Complexity (AC): High
Privileges Required (PR): None
Scope (S): Unchanged
Confidentiality (C): None
Integrity (I): None
Availability (A): High
Figure 2. CVSS v3 Base Score for CVE-2018-0002

 CONFIDENTIALITY — Assurance that
information can be read or accessed only by
authorized personnel or services.
 INTEGRITY — Assurance that information
will remain unchanged both in structure and
content, or, if such modification happens, it will
be detected in a timely manner.
 AVAILABILITY — Assurance that information,
services or capabilities will be available for use
when required, and any sort of unavailability will
be within acceptable limits.

A security specialist, in most cases, leverages his or her
experience and expertise in order to assess the impact
of vulnerabilities to a system’s security level. There are
a number of ready-to-use metrics that help to perform
such assessments. One is CVSS (currently in version
3), the most popular. It rates impact to confidentiality,
integrity and availability in a structured way. Most
importantly, it evaluates attack vector, the means of
attack complexity, and prerequisites for successful
intrusion. Additionally, a base CVSS metric (CVSS Base
Score) can be enriched with supplementary metrics like:
 Temporal — A metric containing information
about characteristics that might change over
time (e.g., the availability of ready-to-use attack
libraries, called exploits, or the ability to fix
a vulnerable product).
 Environmental — A metric that contains
information about the environment in which
a given vulnerability is observed and how it
affects the threat level.
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The CVSS metric, besides standardizing the description
of vulnerabilities, also helps prioritize actions by the
number of issues. It does this by translating the assessed
severity and impact of a vulnerability into a numeric
value that can later on be compared to others to
determine which vulnerabilities are the most important
to address. Therefore, a security test report will show
“CVSS v3.0 Base Score: 5.9”, instead of a simple PASS
or FAIL value. Sometimes a full CVSS vector will unravel
how each characteristic contributed to the final score
of the vulnerability considered. It will be either shown
in shortened version: CVSS: AV:N/AC:H/PR:N/UI:N/S:U/
C:N/I:N/A:H. or in full, as in Figure 2.

PENETRATION TESTING

Another term that strongly relates to software testing
and security is penetration testing, commonly called
pentesting.
It is commonly assumed that penetration testing is
just one type of security testing, where similarly the
goal is to assess the security of a product, but from
a slightly different angle. What is distinctive is why we
use pentesting and how we carry it out. Penetration
testing is used to gauge a potential hacker’s ability to
hack a system and perform unauthorized activity or
influence the system’s operation in an unexpected way.
The key is to simply prove that it can be done, not to
list every way of how it can be achieved. It means that
pentesting is not complete in its nature — in other words,
it doesn’t provide a full coverage of issues and problems
when we think of standard software testing. This type of
testing will not show every vulnerability that needs to
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be fixed. Coverage is assessed by the number of tested
components and interfaces, rather than verification of
each possible vulnerability or requirement. Therefore,
penetration testing should be used to supplement other
types of software testing and security testing. At Luxoft,
we stay one step ahead — instead of breaking down
the process of testing into specific types, we look at the
full picture of the software development lifecycle and
analyze how security is built into the product at each
phase of development.
As has already been said, it's not only the goal that
differs in penetration testing, but also the way we
perform testing. Detailed test cases or scenarios won't
be found here. Instead, we see a quite precise definition
of scope with clear boundaries on what we can and
can't do. For example, brute-force attacks against user
and admin accounts are common, but in most cases we
aren't asked to test for DoS attacks. An important part
of penetration testing is the time frame in which we are
allowed to perform testing, as well as the initial starting
point (like the IP address or server names). Penetration
testing is a much more open and creative task, requiring
both innovative thinking of new ways to simulate an
attack and an analytical approach for adapting to system
behavior and specifics. The goal is to find a possible attack
vector efficiently, and exploit it to penetrate the system
deeper and deeper. That is why the time constraint is so
important. Penetration testing could go on for months,
depending upon the level or depth that a pentester is
supposed to reach. At some point, that type of analysis
can even involve analyzing physical layers, which can
lead to spending months to build a test laboratory and to
learn hardware to specifications.
Depending on the type of testing requested, the
pentester will have various levels of access to system
design and technical information. The different access
types are broken down into the following:

 BLACK-BOX — The pentester does not have
access to internal information and his/her
actions will resemble real attacks.
 GRAY-BOX — The pentester has access to some
internal information that is usually not available
to hackers, such as architecture, server names,
or initial user credentials.
 WHITE-BOX — The pentester has access to all
internal information, including source code,
technical documentation and privileged accounts on the system.

Time constraints and varying levels of access translate
into the type of output obtained. The more access
granted to the penetration tester, the more detailed the
results will be, and the number of issues that are found
will be greater than with black-box testing. Information
that the attacker would normally have to search for
(a time-consuming process) is already available and
allows the penetration tester to focus on a more
complex or wider scope. Nonetheless, the white-box
testing approach doesn't fully simulate the conditions
a penetration test is trying to recreate, meaning an
attack by a threat actor without access to full information.
There is also a chance that the pentester could get so
deeply focused on the information provided that they
spend too much time on vulnerabilities that could be
exposed via another type of testing, and not enough
time on the complex cases that are the focus of the
activity. Therefore, pentesting should be treated as
a supplement to standard security testing, since it allows
for the identification of complex issues and sophisticated
attack vectors. For example, a pentest that is carried out
properly should present attack vectors that consist of
multiple vulnerabilities throughout the IT environment
that are organized into one successful kill chain.
A gray-box approach seems like a good compromise
between the details in the results obtained and the time
spent, which translates into it being more cost-effective.
In Luxoft’s Cybersecurity Center of Competence, the
gray-box approach is the most commonly chosen
model for a penetration test, with the scope and access
being agreed upon upfront, based on a customer's
needs and expectations.
The pentesting phase is complete when the report has
been delivered and agreed upon. This document is
different than what we would see at the end of software
testing or security testing. A pentester will document in
their report the issues and problems they have stumbled
upon, along with an explanation of how to recreate them
in the testing environment. The pentester uses the same
metrics as a security tester (like CVSS), but in order to
show the full kill chain, they are required to provide
a detailed attack scenario along with a proof-of-concept.
The reasoning behind this is that the recipient of the
report should not only be able to see the impact of
a given attack, but also be able to dissect the vulnerabilities
and issues that were exploited in carrying out the attack.
That way a list of actionable items can be prepared to
fix the environment.
This is how penetration testing proves that the ability
to maliciously access a system and/or influence its
operation exists. This type of testing also answers the
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question concerning to what extent a successful attack can impact the security of data and stability of the environment.
On the other hand, a final report doesn’t provide us with the full picture of a system's security or how many vulnerabilities it
has in total. The real value we get from the final report is knowing whether, at a given time spent and with given measures,
someone would be able to break in, and what the resulting impact on our environment would be.

It is crucial to understand the skillset and experience required for each IT-related
job. A common mistake is when quality assurance engineers or software testing
engineers are asked to perform security testing or penetration testing, simply
because they perform similar focused work in their day-to-day duties. The
reverse assumption that a security specialist or penetration tester would provide
the optimal quality of results while carrying out software testing is incorrect and
can lead to devastating consequences. Since the goals of these types of testing,
along with execution, are so different, we shouldn’t assume that it’s “just testing.”
Though the execution of standard software testing, which is based on testing
scenarios and testing procedures, is not much different from similarly structured
security testing, the difference in the experience and skillset required of the
tester are immense, and come to light during the planning of these activities and how findings are described in the final
report. While a software tester would probably want to say that a test came back negative, and just provide logs from the
execution to prove this, a security tester is required to additionally assess the impact to the security of the system and the
processed data, as well as suggest the attack types and threat exposure related to vulnerabilities that have been identified.

SKILLSET
AND
EXPERIENCE

Differences are also apparent in the planning phase. Security testing requires a vast understanding of attacks, the threat
landscape, typical errors and best practices around security assurance. This type of knowledge and experience isn’t
normally required of a software tester since it is usually outside the scope of their day-to-day practice. Similarly, if we
asked a security tester to perform and describe functional tests, we might anticipate that his or her technical knowledge
of the underlying product or application, as well as his or her understanding of received results, would not be sufficient
to effectively evaluate the identified defect when compared to the level of expertise of a software tester hired for the job.
We find the same problems when we mix general security testing with penetration testing. The latter is more exploratory
and creative in nature (for example, fuzz testing or dynamic application security testing). The tasks that we anticipate
the pentester to carry out usually require creative approaches and out-of-the-box thinking. Frequently, intuition plays
a key role by enabling the pentester to use known attacks or strategies and make them work in new scenarios or areas.
Additionally, he or she might be required to implement new exploits, or adapt known ones, in order to build an attack that
will end in successful penetration. This all proves that penetration testing is built on experience and expertise (i.e., the
ability to adapt and innovate), and only when they are applied together will they provide us with the outcomes we expect.
This is the only way we will be able to fully put to use exploratory characteristics of penetration testing, which will help us
identify complex issues that we wouldn’t be able to find in other types of testing (including standard, procedural security
testing).
Only through understanding the differences that characterize the various types of testing, as well as the diversity in the
skillsets and expertise of our workforce, will we be able to deliver the highest value to our customers.
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GENERAL SOFTWARE TESTING

SECURITY TESTING

PENETRATION TESTING

Assessment of the alignment
between product and specification and requirements

Evaluation of security level

Evaluation of the possibility to
carry out a successful attack

Result

Defects

Vulnerabilities and recommendations for improvement

Ability to perform an attack

Description

PASS/FAIL

Severity and/or risk

Attack scenarios and impact to
security

• Understanding of the tested
product
• Specification and requirements
• Test plan and test scenarios

• Experience and best practices
• Security requirements
• Test plan and test scenarios

• Scope of allowed activities
• Time frame
• Starting point for testing
(e.g., an IP address)

Goal

Input data

SUMMARY

Table 1. Differences between software, security, and penetration testing

Naturally, it is important to mention that software
testing and security testing are broad terms, with
subgroups, meanings and specific cases that overlap
with one another in definitions and applicability.
However, each testing type systematically guides
the tester through: goals (functional, security,
performance testing); the subject (block, unit, system
testing); and/or methods (fuzz testing, static code
analysis, dynamic application security testing, etc.).
This article is meant to elucidate critical differences
that impact test planning, interpretation of results, and
beneficial outcomes. The article also covers the skills
that experts need to obtain the best results for a given
goal (Table 1).
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DRIVING MACHINE
LEARNING SUCCESS
WITH MICROSOFT
SOFTWARE

In recent years, a lot of research has been put into making computer
programs and algorithms more intelligent. As a result, machines have started
demonstrating human-like capabilities like cognitive abilities, adaptive learning
and predictive capabilities. This branch of computer science is called artificial
intelligence, or AI, with machine learning being one part of it.
Just what is machine learning? Consider computer programs: Traditional
computer programs do their task the same way all the time and don’t adapt,
or “learn” based on data, trends or history. With machine learning, computer
programs can be trained so they can perform certain actions on new data
based on past training. To stay competitive, businesses are adopting these
new technologies rapidly. Businesses are using these technologies to offer
personal and tailored solutions to their end customers and to improve
customer loyalty. Using these technologies, companies can gain insights into
their business and identify trends and opportunities, which are impossible to
identify otherwise.
Still, machine learning is a complex process. Building algorithms and
infrastructure in-house would require heavy capital investments and hiring
exceptional talent. Instead, many businesses are better off adopting
off-the-shelf machine learning solutions or using machine
learning-as-a-service (MLaaS) solutions.

The article, "Driving Machine Learning Success with Microsoft Software", is an independent publication and is neither affiliated with, nor authorized,
sponsored, or approved by Microsoft Corporation.
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MACHINE LEARNING WITH MICROSOFT
SOFTWARE
Renowned computer scientist Tom Mitchell defines
machine learning as the following:
“A computer program is said to learn from experience
E with respect to some class of tasks T and performance
measure P if its performance at tasks in T, as measured by
P, improves with experience E.”
So how do you manage T, P and E? You need platforms,
frameworks and tools! Microsoft, one of the leaders in
machine learning technologies, has created a range
of services and tools for this very reason. Microsoft
products Windows 10, Office 365, Dynamics 365, Skype,
Bing, Xbox, Azure, SQL Server and Development Tools
already have machine intelligence built in. In this article,
I will be detailing the overall landscape of Microsoft’s
machine learning ecosystem and tools.
But, you ask, do you need a degree in data science to
be a bona fide machine learning engineer? Yes, and
no. Microsoft tools and Machine learning-as-a-service
(MLaaS) offerings provide many built-in algorithms to
make it easy to develop and host cutting-edge, endto-end machine learning-based solutions. However,
understanding these algorithms is necessary to finetune your desired results by managing different phases
of data and data sources, deciding which models to use,
making decisions regarding scaling, and so on.
There are also challenges in applying machine learning
to different solution deployments. How do we apply
machine learning from on-premise to the cloud and on
the edge? How and where do I train machine learning
models? How do I ensure that training and inference
is performance-efficient and cost-effective? Microsoft

addresses these challenges by providing end-to-end
tools and solutions that seamlessly work with one
another for each solution scenario. Read below on how
to get started with machine learning.

STARTING THE MACHINE LEARNING JOURNEY:
WHICH PRODUCT OR TOOL SHOULD I USE?
For on-premise machine learning, you can deploy
Microsoft’s Machine Learning Server at your data center.
Microsoft’s Machine Learning Server enables distributed
R- and Python-based machine learning solutions at
scale. Also, SQL Server Machine Learning Services can
be deployed on-premise to enable R- and Pythonbased machine learning for relational data. SQL Server
2019 supports data virtualization from other on-premise
databases, as well as HDFS Data Lake, where you will be
able to run the machine learning training.
Azure Stack is a great way to bring the power of Azure
to on-premise or at the edge. Microsoft Azure Stack
supports large amounts of data ingestion using Event
Hub and IoT Hub. You can also run Spark and other
machine learning tools in Azure Stack. Machine
learning solutions can be developed and deployed on
Azure Stack without relying on Azure’s public cloud for
disconnected scenarios. Azure Stack can be deployed at
the edge location to enable intelligent edge computing,
and provides a very secure environment while enabling
machine learning, such as in the Microsoft Azure public
cloud. Alternatively, you can train your models in Azure’s
public cloud and do scoring on-premise. Azure data
box devices can be used to enable the on- and offline
transfer of data to Azure for further deep learning. Azure
Stack also supports Microsoft’s Machine Learning Server
for on-premise or edge deployment. SQL Server 2019,
with machine learning services, will also run on Azure
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Stack. For analytics and reporting, you can run the
Power BI Report Server on Azure Stack itself for powerful
analytics capabilities on top of machine learning.

within your solution instead of using Azure PaaS, you can
containerize these services and deploy them with your
solution.

For machine learning at the edge, Azure Databox
Edge provides many capabilities. It’s an AI-enabled
edge computing device which has Microsoft’s Project
Brainwave (DNN platform) based on high-performance,
Field-Programmable Gate Array (FPGA) for machine
learning inferencing of images and video streams at
the edge. It has Microsoft Azure IoT Edge computing
platform intelligence, and enables analytics at the edge
by deploying services like Stream Analytics, Machine
Learning, Cognitive Services, and Azure Functions on the
IoT Edge device. These services, and any containerized
workloads, enable effective edge machine learning
solutions. Microsoft Embedded Learning Library (ELL)
enables executing optimized machine learning models
on the edge and even on tiny microcontrollers. You can
use Microsoft Azure Machine Learning Services to build
and train your models in the cloud and then deploy them
on the edge. Developers can use the AI toolkit for Azure
IoT Edge to create AI applications for the edge.

What if you want to try out some data experimentations
but you are not a data scientist? Look no further than
Microsoft Azure Machine Learning Studio to quickly
experiment with data. It’s a GUI-based drag-and-drop
tool with built-in machine learning algorithms. If you
are just getting started with machine learning, then
Microsoft Azure Machine Learning Studio is a great way
to understand the end-to-end process and algorithms,
and how to build, test, and deploy machine learning
solutions. Data scientists can also use this tool for initial
exploration before they launch into a custom machine
learning solution.

If you are already on the cloud, you can use MLaaS
offerings to speed up the solution. Microsoft Azure’s
Machine Learning Service is a managed cloud service
that builds, trains, and deploys models from the cloud to
the edge using Python and CLI. With the power of the
cloud, you can build better models faster. And once your
models are ready, you can deploy them in containers
to various computing services like Azure Kubernetes
Service (AKS), Azure Container Instances (ACI), Azure
IoT Edge or Field-Programmable Gate Array (FPGA).
Once your model is in production, you can monitor its
performance, then data drift and retrain as needed. You
can also host Microsoft Azure Data Science VM which
has many data science tools pre-installed and preconfigured. If your app needs to have cognitive abilities,
use Azure Cognitive Services PaaS APIS in your solution;
it has pre-built AI/ML models and you interact with it
using REST/SDK. If you want to host cognitive services

What if you are from a .NET background and want to write
custom algorithms? Microsoft has created ML.NET for
integrating custom machine learning into your solution
for a .NET platform. It’s a cross-platform framework
that’s extensible to other frameworks, and support for
LightGBM, Accord.NET, CNTK, and TensorFlow is coming
soon. If you are developing Windows applications,
you can use Windows ML for hardware-accelerated
inference in Windows applications. You can use trained
models in Windows apps using Windows ML, which has an
ONNX model inference engine. This speeds up machine
learning development on .NET and Windows with highperformance hardware optimizations for CPU and GPU.
Microsoft is rolling out features for the intelligent
cloud and intelligent edge faster than any other cloud
provider. These products enable a great experience
for consumers and businesses, answering “How do I
get started with machine learning?”, all while making
it easy for data scientists, machine learning engineers
and software developers to develop machine learning
solutions. Hopefully, now you know what products to
use, and if asked, “What is machine learning?”, you
have the answer.
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CORPORATE VIDEOS

 LUI AR. Empowering the Mobility Revolution
https://www.youtube.com/watch?v=D1xHMdQrbf4

 Luxoft Family Picnic, Krakow 2018
https://youtu.be/63AVjbLqetE



 Smart Mobility Assistant
https://www.youtube.com/watch?v=SDkb_hBfPZY

 Webinar on Modern Web Experiences:
Increase Engagement with PWA
https://www.youtube.com/watch?v=GoxWWMdRVmo

 Webinar on Enhancing the Relationship
with Your Car
https://www.youtube.com/watch?v=Ua8GckDxNeA

 Luxoft Penang: Amazing, Beautiful, Diverse,
Cultured, Fun
https://www.youtube.com/watch?v=ArwokFrnVZg
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APRIL CSR Incubator 2019
launch

JUNE 29 Tech Expo
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MAY CSR World Autism
Campaign

JUNE 26 We Are Developers
Congress
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APRIL LoGeek Night, Wroclaw

APRIL 5 JS Fest, Kyiv
APRIL 26 JEEConference, Kyiv
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MAY 30 LoGeek Night, Kyiv
JUNE LoGeek Night, Kyiv
JUNE LoGeek Night, Odessa
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RUSSIA

MAY 15–17 GeeCon Conference,
Krakow

APRIL 5–6 Jpoint Conference,
Moscow

MAY Automotive Webinar

APRIL CSR Charity Shop actions

JUNE 24–27 Devoxx Conference,
Krakow

MAY 17–18 Heisenbug
Conference, St. Petersburg

JUNE 29 Confitura Java
Conference, Warsaw

MAY 25–26 HolyJS Conference,
St. Petersburg

JUNE Luxoft Hackathon

MAY CSR Blood Donation

BULGARIA
APRIL 13 QA Challenge
Accepted Conference, Sofia

MARCH–MAY CSR IT School,
Moscow and St. Petersburg

ROMANIA

APRIL CSR Blood Donation
JUNE LoGeek Night, Sofia

INDIA
JUNE LoGeek Night, Bangalore

APRIL 8 4Developers Conference,
Warsaw

APRIL Open Door Day — Engineer
@Luxoft, Bucharest
MAY 24 Bucharest Technology
Week Expo Conference and Java
Summit
JUNE 6–7 DevTalks Conference
JUNE Engineer @Luxoft Meetup
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