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hat exactly is the state of Artificial Intelligence at the beginning of 2018?  If you read the 
popular press, it seems like AI is the dominant technology that will change all industries,  
and that we are very close to the point of so-called “General Artificial Intelligence.”  
Is this true? Is AI becoming dangerous? That is our topic of discussion.

W

ENRIQUE CORTES RELLO

THE STATE  
OF ARTIFICIAL  
    INTELLIGENCE IN 2018
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So we have AI systems that can almost be admitted to 

college (by passing a standardized test), are very good 

at answering questions from texts, and are very good 

at recognizing items in images, but are bad at answe-

ring questions from a picture and are terrible at having 

a conversation. How come?

Today’s AI systems are created with a very specific pur-

pose in mind – they are narrow systems. Many of the 

recent advances come from a single technological 

advance: deep neural networks that use back-propa-

gation learning algorithms.

AI systems are as good as, or better than, humans in 

specific domains: recognizing items in images, playing 

certain games (chess, etc.), playing video games, ge-

nerating and recognizing voice, and imitating art styles 

in painting. These are impressive advances, but we are 

far away from strong AI.

In fact, our AI systems today are weaker than what they 

appear to be, for various reasons:

Opaque: Many systems cannot give an explana-

tion of behavior, particularly those systems that 

are neural network based. They work, but how 

and why? If they fail (and they will fail) we won't 

know why.

Narrow: Most systems are designed to solve 

a very narrow problem, and they break if the  

scope is expanded even a little.

Lack of context: Because systems are narrow, they 

lack context – a small child can learn what a cat is 

by looking at a few cats, and from there, the child 

can infer that tigers and cats are related, etc.

Lack of common sense: The most difficult of all 

characteristics! How do you know that a cartoon 

tiger isn’t alive?

 Difficult to train: Most of today's NN-based sys-

tems are trained by humans. For example, ima-

ges used to train vision systems have to be tag-

ged by a person, and you need millions of those 

images.

The definition of AI has changed over time. Not so 

long ago the goal of AI was to pass the Turing Test – if, 

in a conversation via text, it was impossible to distin-

guish between a human and a machine, that machi-

ne “had” AI. Modern chatbots and other platforms like 

Siri and Alexa are there, or almost there. So now we 

talk about something else: General AI. General AI 

refers to a machine that can accomplish any intellec-

tual task that humans can. Thinking in terms of general 

AI and robotics, the result could be an intelligent robot 

that can do anything that humans can, and better (like 

the one in the movies Ex Machina or The Terminator).  

If you read the general press you would think that we 

are almost there, but are we?

Recently, an organization called Artificial Intelligen-

ce Index (www.aiindex.org), founded by researchers 

from SRI, Stanford and MIT, published a fascinating 

report [1] in November 2017 that describes the exact 

state of Artificial Intelligence. This is a serious acade-

mic report that studied the state of AI along several 

dimensions: the amount of funding for research and 

startups, the level of interest of graduate students, the 

number of AI-related publications, etc. Interestingly, it 

tracks the status of AI along several applications of the 

technology. For example, AI today is ..... in an image. 

AI could answer a question such as, "Is there a horse 

in this picture?" better than a human. So one might in-

fer that computer vision is already very advanced, but 

not that might not necessarily be the case.  AI Vision 

systems are very bad at answering questions when gi-

ven an image (such as, for example, "Is the cow to the 

left of the horse?").  Natural Language AI systems have 

advanced a great deal, and now we have very good 

language parsing and translation, but the conversation 

abilities of chatbots need improvement. AI for text un-

derstanding is advancing rapidly – now we have good 

systems that can answer questions from a text. There 

are also now systems that do a very good job taking 

college admission tests like the SAT exam in the U.S. 

All of these findings are documented, and you can gain 

access to the underlying data used online. Although 

the report doesn't mention it, there have also been im-

pressive advances in the field of robotics.
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That, of course, could change as AI research advan-

ces and tackles some of these problems. For example, 

research in reinforcement learning for deep neural 

networks is allowing some AI systems to learn on their 

own. Unfortunately, just as with the other narrow and 

not-so-smart systems we have today, we can build very 

dangerous intelligent machines. Today, we have the 

ability to build robots with weapons that could reco-

gnize a target (for example, a particular person), and 

destroy the target autonomously.

There are some emerging issues related to AI that are 

quickly becoming critical:

Machine ethics: How will intelligent machines 

decide on ethical choices? 

Autonomy and trust: What degree of autonomy 

should intelligent machines have? Can we trust 

them? What are the steps we would need to take 

to be able to trust them?

Biases: AI systems learn what is fed to them. We 

are discovering that intelligent systems can have 

biases, including sexist, racist, xenophobic biases. 

How do we avoid this?

Another serious issue is hype. If intelligent systems 

characteristics are exaggerated, an inevitable wave of 

disappointment will follow. The perfect example is So-

phia, the robot from Hanson Robotics [3]. If you read 

the technical papers, Sophia is a very interesting ro-

bot that is, in fact, the interface of a relatively advanced 

chatbot. However, the press is reporting this robot as 

a living being, which is a ridiculous assertion. Sophia 

the Robot has even been granted Saudi citizenship 

which is a publicity stunt and nothing more.

At Luxoft, we are building AI systems right now, in- 

cluding intelligent chatbots, roboadvisors in financial 

services, software for autonomous vehicles, and in-

telligent vision and sensing systems. It is very import-

ant to understand both the power and importance of  

these systems and their inherent limitations. It is a very 

exciting time to be working at Luxoft!

(1)  2017 AI INDEX REPORT:   

http://cdn.aiindex.org/2017-report.pdf

(2)  AI Index organization website that includes  

all the base data:  www.aiindex.org

(3)  Hanson Robotics: 

http://www.hansonrobotics.com/about/research/
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CONTRACTS FOR 
THE ETHEREUM 

NETWORK 

WRITING ICO

EGOR GRISHECHKO

In the future, when we speak of 2017, I’ll say it was the year of cryptocurrency.  
Even my mom had heard about Bitcoin. The year will also stand out in people's memory as the age of ICO. 

What is ICO?  It stands for Initial Coin Offering. A simple way of explaining it is to say that it makes new 
cryptocurrencies using the Ethereum blockchain as a base. 
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What is a “smart contract”? This is a piece of code that is uploaded to the blockchain and works there. To write these codes, 

we use “solidity” language. In the example below, you see an example of the simplest smart contract:

The “contract” keyword has the same meaning as the “class” word in every OOP language. So, there is a class with one 

method that returns “Hello, world!" The “constant” signature means that we read data from blockchain and are not chan-

ging its state. If we change the state of the variables, we have to pay for it with “gas.” Gas is a special resource metric used 

to measure impact on the Ethereum (when you change the variable, changes are made on every Ethereum’s node). You 

pay for gas in ether.

If you want to make an ICO, you need two contracts (to tell the truth, the real ICO contains a huge number of them, but 

technically you need only two).

TOKEN 

Summed up, a token is a cryptocoin that works on the basis of the Ethereum blockchain. In short, you are making your 

own cryptocurrency.

A token contract should implement the ERC20 standard. Without this implementation, wallets won’t recognize your 

token as a coin.  

(You can find more info on this at https://github.com/ethereum/EIPs/blob/master/EIPS/eip-20-token-standard.md).

But happily, there are a few tools that can help you with implementation. The first one is zeppelin-solidity – this is an open 

source framework that contains great recipes and templates for writing your own code. You can install it with an NPM 

package-manager.

So, the simplest token can be created with the simplest code:

pragma solidity ^0.4.18;

contract HelloWorld {

    

    function getData() public constant returns (string) {

        return "Hello, world!";

    }

    

}

import "zeppelin-solidity/contracts/token/MintableToken.sol";

contract TheSimplestToken is MintableToken {

    string public constant name = " TheSimplestToken ";

    string public constant symbol = "TST";

    uint32 public constant decimals = 18;

}

This is a “mintable” token, which means that new tokens can be minted without any problems.

9
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CROWDSALE

A crowdsale contract is needed for a token sale. This contract takes in ether and gives out tokens. 

These few lines demonstrate one of the easiest crowdsale contracts ever. When people send you money, the fallback 

function (name for a function without a name, but with a payable modifier) rises and sends back tokens.

Now you are ready for the your first ICO. I strongly recommend the use of truffle for deploying contracts. This tool can be 

installed by NPM and can make your deploying life much easier.

That’s all – have fun!

contract TheSimplestCrowdsale {

    address owner;

    TheSimplestToken  public token = new TheSimplestToken();

    uint start = 1516713344;

    uint period = 20;

    function TheSimplestCrowdsale() {

        owner = msg.sender;

    }

    function() external payable {

        require(now > start && now < start + period*24*60*60);

        owner.transfer(msg.value);

        token.mint(msg.sender, msg.value);

    }

}

EGOR GRISHECHKO

Egor has been working with the biggest online bank in Russia as a full-stack developer 

with Luxoft for two years. He is now working on a crypto startup for ICO. Egor founded 

and team-leads CodeBeavers, and he has a passion for all things .NET and open 

source.
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DATA 
AUGMENTATION

ANDREY POTEMKIN, ILDAR VALIEV
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OVERVIEW

We often require more data than we have on hand to 

train our learnable models. This lack of data occurs for 

various reasons. Most of them fall under one of the fol-

lowing:

Acquisition of labeled data samples can be expen-

sive - the manual gathering and labeling of data 

can be rather costly and/or time-consuming.

Class imbalance in a dataset - domains exist that 

naturally lack of samples of interest. A typical ex-

ample is healthcare, where the number of nega-

tive samples greatly outweigh positive ones.

Legal issues preventing the collection of data –

typical examples are generally connected with 

privacy, security and various agreements like NDA.

We need more data to improve the generalization 

capability of our models. The size of the training data-

set has to be consistent with the model's complexity, 

which is a function of both the model architecture and 

the number of model parameters. For example, from 

a statistical point of view, DNN training is a form of MLE 

(maximum likelihood estimation). This method is prov-

en to work only in cases where the number of training 

data samples is magnitudes larger than the number of 

model parameters.

Modern state-of-the-art DNNs are typically comprised 

of millions of weights, while training datasets such as 

ImageNet contain only about the same number of 

samples or even fewer. Such situations present a seri-

ous challenge to the applicability of MLE methods, and 

lead to a reality wherein the majority of known DNN 

models are prone to overfitting (a phenomenon that 

occurs when the model has been trained to work so 

well on training data that it begins working less well on 

data it hasn't seen before). Recent research by Zhang 

et al. [1] suggests that such DNNs, by simply memoriz-

ing the entire training dataset, are therefore capable of 

freely fitting (statistically approximating, i.e. modeling, 

a target function), even random labels.

Various approaches to regularization can be applied to 

deal with the problem of overfitting in a small trained 

dataset. Some of them are implicit, such as:

A change in model architecture 

A change of the optimization algorithm used 

The use of early stopping during the training pro-

cess (Yao et al. [2]). 

While helping to reduce overfitting, such techniques 

may not be sufficient. In such cases, explicit approach-

es to regularization are considered next, such as:

Weight decay (L1 and L2 regularizations) 

Dropout (Srivastava et al. [3]) or dropconnect 

(Wan et al. [4]) 

Batch normalization (Ioffe & Szegedy [5]) 

Data augmentation (the primary focus of this  

essay)

Explicit approaches can be applied separately or joint-

ly and in various combinations. Note, however, that 

their use doesn’t necessarily lead to an improvement 

in model generalization capabilities. Applying them 

blindly, in fact, might even increase a model's gener-

alization error.

Data augmentation is a collection of methods used to 

automatically generate new data samples via the com-

bination of existing samples and prior domain knowl-

edge. Think of it as a relatively inexpensive means to 

drastically increase the training dataset size in order 

to decrease generalization error. Each separate aug-

mentation method is usually designed to support the 

invariance of model performance on corresponding 

cases of possible inputs. 

One can divide augmentation methods into supervised 

ones, which use data labeling, and unsupervised ones, 

which don’t. The latter are more common and dis-

cussed in the following section.

UNSUPERVISED DATA 
AUGMENTATION

This family of unsupervised methods includes simple 

techniques (such as Figure 1):

Geometric transformations: flipping, rotating, 

scaling, cropping, and distortion 

Photometric transformations: color jittering, 

edge-enhancement, and fancy PCA 



Such techniques are found within many frameworks 

and third-party libraries.

Figure 1. Geometric and photometric augmentation 

applied to a mushroom image were implemented with 

the help of the imgaug library.

Some of these augmentation methods can be con-

sidered to be extensions of the concept of dropout, 

which are applied to the input data. Examples of such 

methods are cutout, from DeVries and Taylor [6], and 

random erasing, by Zhong et al. [7]. Common to each 

of these techniques is the application of a random 

rectangular mask to training images. The cutout meth-

od uses zero-masking to normalize images, while the 

random erasing approach fills the mask with random 

noise (Figure 2). The masking of continuous regions of 

training data makes the model more robust to occlu-

sions and less prone to overfitting. The latter provides 

a distinct decrease in test errors for state-of-the-art 

DNN architectures [6, 7].

Figure 2. Common to both the cutout (A) and random 

erasing (B) unsupervised augmentation techniques is 

the application of a random rectangular mask to the 

training images.

The selection of an optimum data augmentation alter-

native depends not only on the learnable model and 

the training data, but also on how the trained model 

is scored. Some augmentation methods are prefera-

ble from a recall perspective, for example, while others 

deliver better precision. A Luxoft vehicle detection test 

case compares precision-recall curves for common 

photometric augmentation methods (Figure 3). Note 

that augmentation with a range of parameter values 

that is too broad (such as the violet curve in Figure 3) 

results in redundancy that degrades both the precision 

and recall.

A

B

Figure 3. How precision-recall curves correspond to 

different photometric augmentations.

If, on the other hand, you focus on the IoU (intersec-

tion over union) evaluation metric, your comparison 

results may be completely different (Figure 4).
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Figure 4. How average IoU (intersection over union) 

corresponds to different photometric augmentations.

The excessive use of data augmentation results in  

many negative side effects, beginning with an increase 

in required training time and extending to over- 

-augmentation, when differences between classes be-

come indistinguishable.

In our experiments with pharmaceutical data, for ex-

ample, we learned that data augmentation leads to 

a drop in quality performance if it is not accompanied 

by the proper shuffling of training data. Such shuffling 

helps avoid correlation between samples in batches 

during the training process. The application of an ef-

fective shuffling algorithm, instead of a simple random 

permutation, can result in both faster convergence 

of learning and higher accuracy in the final validation 

(Figure 5).

Figure 5. Proper shuffling algorithms can result in both 

faster convergence and higher accuracy for various 

types of augmented datasets.

Figure 6. In some cases, image samples from training 

datasets (left) are not sufficiently close approximations 

of real-life input counterparts (right).

SUPERVISED DATA AUGMENTATION

Supervised augmentation methods encompass both 

learnable and un-learnable approaches. One common 

example of the latter involves graphical simulation of 

data samples, such as the 3D simulation of a train car 

coupling from a past railway project (Figure 7).

Augmentation techniques are particularly useful when, 

for example,  a dataset diverges from test data due to 

image quality or other a priori, known parameters such 

as various camera-related factors (ISO sensitivity and 

other image noise sources, white balance, lens distor-

tion, etc.). In such cases, elementary image processing 

methods like those mentioned earlier in this article can 

be helpful not only in increasing the amount of data 

available for training, but also in making training data 

more consistent with test data while reducing the cost 

of collecting and labeling new data.

However, use cases still exist where simple image pro-

cessing isn’t sufficient to produce a training dataset 

that closely approximates real data (Figure 6). In such 

complex cases, supervised augmentation techniques 

might be considered.
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They proposed the use of adversarial samples, which 

were initially designed to trick learning models. Ex-

tending a training dataset by means of such samples, 

intermixed with real ones, can decrease overfitting.

Finally, Lemley et al. [13] have introduced a novel neu-

ral approach to augmentation, which connects the 

concepts of GAN and adversarial samples in order 

to produce new image samples. This approach uses 

a separate augmentation network that is trained joint-

ly with the target classification network. The process of 

training is as follows:

At least three images of the same class are ran-

domly selected from the original dataset. 

All selected images, except for one, are treated as 

input for the augmentation network, which pro-

duces a new image of the same size. 

The output image is compared to the remaining 

one from the previous step to generate a similar-

ity (or loss) metric for the augmentation network. 

The authors suggest using MSE (mean squared er-

ror) as the metric. 

Both compared images are then fed into the tar-

get classification network, with the loss computed 

as categorical cross-entropy. 

Both losses (augmentation and classification) are 

merged together by means of various weighting 

parameters. Merged loss may also depend on the 

epoch number. 

The total loss back-propagates from the classifi-

cation network to the augmentation network. As 

a result, the last network finds use in generating 

optimum augmented images for the first network. 

The presented approach doesn’t attempt to produce 

realistic data. Instead, the joint information between 

merged data samples is used to improve the general-

ization capability of the target learnable model.

CONCLUSION

This article attempts to cover the most recent tech-

niques in data augmentation. The simplest of them, 

such as unsupervised methods, are directly supported 

in machine learning frameworks, and can therefore be 

easily applied to every image automatically. 

Figure 7. In a case study example on unlearnable su-

pervised data augmentation, using 3D simulations of 

a train car coupling (top and middle) to supplement re-

al-Iife images (bottom) was found useful.

Keep in mind that training a model on simulated sam-

ples, if not done carefully, can result in a model that 

overfits on details presented in simulated data, and is 

therefore not applicable to real-life situations. Note, 

too, that it isn’t always necessary to simulate photore-

alistic data using synthetic data extensions (Figure 8).

Figure 8. In this case study 

example on fish behav-

ior classification, synthetic 

data (top image) derived 

from motion estimation al-

gorithms (middle) was suc-

cessfully used to train the 

DNN model, even though it 

isn’t at all realistic-looking 

to the human eye (bottom).

Learnable augmentation methods leverage an auxil-

iary generative model that is "learned" in order to pro-

duce new data samples. The best-known examples of 

this approach are based on the GAN (generative ad-

versarial nets) concept, proposed initially by Good-

fellow et al. [8]. The primary characteristic of these 

methods is the simultaneous training of two neural 

networks. One neural network strives to generate im-

ages that are similar to natural ones, while the other 

network learns to detect imitation images. The training 

process is complete when generated images are indis-

tinguishable from real image samples.

Shrivastava et al. [9] and Liu et al. [10] applied the GAN 

approach in order to generate highly realistic images 

from simulated ones, striving to eliminate a key draw-

back of using simulation for data augmentation. Also, 

Szegedy et al. [11] and Goodfellow et al. [12] observed 

that the generation of realistic images is not the sole 

way to improve generalization. 
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The more sophisticated supervised methods often 

have to be manually implemented and may require 

building auxiliary learnable models. Keep in mind that 

the generation of realistic images is not the only way 

to extend available data. Producing dummy images 

from the basis of realistic ones and using them in the 

training  process can result an additional decrease in 

generalization error. Data augmentation methods can 

be used jointly in various combinations or separately. 

However, it is important to select only those meth-

ods that improve model generalization capability. The 

blind use of different augmentation approaches may 

even make it worse. Optimal selection of methods 

also depends on how the trained model is evaluated.  

It is necessary to determine the target evaluation met-

ric in advance and to use appropriate augmentation 

techniques. All in all, qualitative data augmentation 

can be a quite challenging task.

This article is a part of a wider report on “Data Sets 

for Machine Learning Model Training,” published by 

Embedded Vision Alliance (https://www.embedded- 

vision.com). 

THE ORIGINAL REFERENCE:

https://www.embedded-vision.com/platinum-mem-

bers/embedded-vision-alliance/embedded-vi-

sion-training/documents/pages/data-sets-mod-

el-training
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ANDREY POVAROV

HOW TO STYLE 
YOUR PHOTOS 
– WITH 
ARTIFICIAL 
INTELLIGENCE



The photos you take, the portraits and landscapes you 

like, and your favorite painters with their respective 

styles easily traceable throughout their careers… can 

all of this be combined? Yes, they can, particularly with 

the use of Artificial Intelligence (AI) today.

First, one needs to be able to separate an image by 

style and content. Intuitively this is clear: Imagine two 

artists, each with his/her own particular style, painting 

the same scene. The scene will be recognizable (in 

most cases!) while the way it is painted (the style) may 

differ quite broadly.

If AI is able to do this, whatever we separate as ele-

ments attributed to style can be applied to content that 

we take from another image.

Yes, AI can do this, and more precisely – this can be 

done by Artificial Neural Networks (ANN).

Over the last few years we witnessed remarkable prog-

ress in the image recognition and classification that 

ANN can do. There is a more detailed technical discus-

sion on how this is done in articles from two to three 

years, weeks, days? ago, such as "A Neural Algorithm 

of Artistic Style" (Gatys L. et al., published in arXiv), and 

many others.
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To style your photos with the help of neural networks, 

you don’t need to do heavy programming or even 

need to train a neural network – all components are 

available, ready to use and included within applications 

(such as Prisma), or even online services such as In-

stapainting, Deepart, Deep Dream and others (neural 

networks as a service).

These services are free up to a certain point, and re-

sults can be obtained rather quickly (in the matter of 

minutes).

Some short videos are available on YouTube, such as 

Deep Neural Network Learns Van Gogh's Art | Two 

Minute Papers #6, while the source code in case you 

want to do it by yourself can be found in GitHub at  

https://github.com/fzliu/style-transfer. The results 

from applying a well-chosen style to the photos you 

take can be amazing:
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What next? Historically, now and again painters like 

Salvador Dali, Pablo Picasso or Vincent Van Gogh cre-

ated their own new aesthetic styles, and certainly we 

expect new styles from artists to appear in the future. 

But could the next big artistic discovery be done by 

a machine? Can Artificial Intelligence not only apply 

styles to content but create new, unexpected styles by 

itself?

The answer is yes. This is already happening. The ap-

proach relies on what is called a generative adversarial 

network. This consists of two neural networks that to-

gether create a learning process. One network learns 

to recognize a specific type of image after “studying” 

large numbers of available samples of world paintings, 

while the second network generates random imag-

es (with relevant constraints) and shows them to the 

first (trained) network, which either attributes them to 

a particular artistic style or rejects them. For example, 

the  article  "Inceptionism: Going Deeper into Neural 

Networks" (published at research.googleblog.com), 

focuses on how images can be generated from noise:

After a while, the second network learns what the first 

network recognizes as art and what it doesn’t, and from 

the art itself – what belongs to a particular style and 

what does not. Then the goal becomes generating art 

with a certain pattern and that is increasingly different 

from known styles, but not too big of a difference, as in 

such cases aversion will be too great and can lead to 

a strong perceptual rejection. In other words, the new-

ly generated art should be novel, but not extremely 

novel. Playing with these balances generates new style 

candidates.

WHICH OF THESE IMAGES DO YOU 
THINK ARE MACHINE GENERATED?

In summary, having learned to reproduce certain  

artistic styles, AI is able to produce images that fall 

within the accepted limits of art as a whole while  

maximizing the difference from known styles.

At Luxoft, we are dealing more and more with Deep 

Neural Networks that can do unbelievable things in 

many areas – including art and painting. When a busi-

ness need can be solved using AI, we  can drive you 

through the deep waters of learning  to excellence in 

new emerging technologies.

ANDREY POVAROV

Andrey is an IT manager with a wealth of experience developing and implementing business 

expansion strategies, launching new products on global markets and running country operations 

for international companies. He is passionate about adopting emerging technologies as well 

as designing and running premium training programs. He has a managerial and technical 

background, as well as a PhD and an MBA.
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ENRIQUE CORTES RELLO

FOOL AN AI SPEECH 
RECOGNITION / 
VISION SYSTEM?

CAN YOU KNOWINGLY 

he short answer is, yes you can. We are now routinely using intelligent systems that recognize images 
and/or speech.  Chatbots and speech recognition platforms (like Alexa and Siri) are widely used, and 
image recognition systems are now very common. T



FOOL AN AI SPEECH 
RECOGNITION / 
VISION SYSTEM?

Today, image recognition systems are much better than 

humans at recognizing a particular item in an image. 

Machine vision is ... super-human! "Spoofing" (fooling) 

one of these systems means that you can manipulate 

the inputs (images/sounds) in a manner that is not de-

tected by humans so that the system comes up with  

a wrong result.  This sounds like an annoyance, but it 

can become a serious problem for many applications. 

Think about a medical app – what if a malicious per-

son/machine intercepted a  diagnosis  spoken by  

a doctor and secretly changed it? What if the machine 

vision system used in an autonomous car could be ma-

liciously manipulated to not show certain stop signs?

A new term being used In the AI community is "adver-

sarial examples." In vision, it's an adversarial image. In 

the speech recognition community, it's adversarial au-

dio.  An adversarial example is an instance x' similar 

(or very similar) to the original instance x, that will be 

incorrectly classified by a neural network. Many times x 

and x' are indistinguishable to the human eye and ear. 

An adversarial targeted example is even more sophis-

ticated; since not only are x and x' indistinguishable to 

humans (and x' is incorrectly classified), but further, 

the neural network assigns x' a label that is chosen by 

the adversary.

 

Today there are machine vision systems that are better 

than humans. For example, in some benchmark tests, 

Google's Inception V3 algorithm has an error rate of 

3.4%, while humans performing the same test have an 

error rate of 5%.

"Adversarial image" means that an image that is classi-

fied correctly by the a neural network is slightly modi-

fied in such a way that a human won’t notice a change, 

but the machine vision system will classify the image 

incorrectly. The image below comes from an academic 

paper   (3) – the picture of a washer. As you can see, 

(a) and (b) are the original image from the data set; (c) 

has been tweaked slightly by an algorithm, and now the 

vision system isn’t sure if it is a washer or a safe; and (d) 

has been tweaked with a more sophisticated algorithm 

so that the vision system now classifies it as a safe or  

a loudspeaker, but not as a washer.  The problem is that 

any human looking at (a), (b), (c), or (d) would think 

that those are copies of the same picture.

This is of course very dangerous, because a malicious 

attacker can use these algorithms to attack machine 

vision systems without having any knowledge of  the 

underlying neural network models, i.e. a "black box" at-

tack. The method used to generate adversarial images 

is described in a recent academic paper (3). A simpler 

explanation of adversarial images is given in (2).

Speech recognition systems work as follows: Given an 

audio file (waveform), x performs the speech-to-text 

transformation that gives the transcription y of the 

phrase being spoken. In other words, the speaker says, 

"Hello there" (voice), and the system transcribes "Hello 

there" (text).

23

#7/2018



"Adversarial audio" means that the audio file x is slight-

ly manipulated in a manner that human ears cannot 

detect, and is transcribed not as y, but as something 

else – the speaker says "hello there," and the system 

transcribes "bye dude." (!!) 

A recent technical paper (1) described techniques to 

create "adversarial targeted audio," in which the speak-

er says "hello there," then the waveform is slightly 

modified in subtle ways imperceptible to humans, and 

the system transcribes whatever the attacker wants: 

"Yo dude," or even silence. These targeted adversari-

al audio techniques are "white box," in the sense that 

the attacker needs to know some of the internals of the 

neural net, but the algorithms are rapidly advancing.

Now think of some scenarios. Since machine vision is 

now "super-human," it’s possible that it might be used 

in highly sensitive use cases like border control or bank 

account authentication. What we are saying here is 

that images can be hacked in an almost undetectable 

(for the human eye) way to cause misclassification –  

a real security threat. 

In the case of machine speech recognition (which is 

now used everywhere), hackers can introduce min-

ute, almost undetectable changes that will make the 

machine "hear" whatever the hacker wants, including 

silence. So, let’s say that a user says, "Alexa, what is the 

weather in Mexico?" The hacker intercepts the wave-

form, tweaks it with an algorithm, and the system will 

hear "Alexa, order 20 pizzas, pay with my card and de-

liver them to XYZ address," but if a human were to ex-

amine the audio file received by the system, the human 

would still hear, "Alexa, what is the weather in Mexico?"

The systematic study of "adversarial examples" in deep 

neural networks is very new and just starting to devel-

op, but it is clear that AI neural-net-based systems can 

be hacked in manners that are very different from nor-

mal software systems because the hacking is done by 

simply manipulating the inputs in ways imperceptible 

to humans. 

This is where information security intersects with AI/

machine learning: we need to develop systems that 

can defend themselves against "adversarial examples," 

and this is a great technical challenge. We at Luxoft 

have the brains and technical know how to tackle chal-

lenges like this one. 

REFERENCES:

1 Audio adversarial techniques are found in this very 

recent technical paper from N. Carlini and D. Wagner 

from UC Berkeley: https://arxiv.org/abs/1801.01944

2 Adversarial images are conceptually explained 

here: https://www.technologyreview.com/s/601955/

machine-visions-achilles-heel-revealed-by-google-

brain-researchers/

3 Adversarial image techniques are described in this 

technical paper from A. Kurakin and S. Bengio from 

GoogleBrain, and I.J. Goodfellow from OpenAI:  

https://arxiv.org/abs/1607.02533

4 You can find the code to create adversarial audio and 

a collection of technical papers from N. Carlini at UC 

Berkeley  here:  https://nicholas.carlini.com/code/au-

dio_adversarial_examples/
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THE GROWTH OF AI, 
MACHINE LEARNING   
       AND MORE!

MAYA DILLON



HOW DID WE GET HERE SO FAST?

In 2017, the year of AI began with the anticipation of 

seeing organizations jumping on the technological 

bandwagon. They presented nascent technologies 

implemented as new, innovative solutions to old prob-

lems, embracing an attitude of “Let's look at the art of 

the possible”. The year ended with an extraordinary 

headline: Google’s AutoML AI had created its very own 

“child” AI, NASNet.

In this article, I will discuss the factors that have brought 

us to this stage in our technical evolution of AI. I will 

examine what we can expect from here on out and 

mention how businesses can take advantage of such  

a momentous time in human history. 

Data-driven startups, monolithic vendors, Ray Kurzweil 

and fellow transhumanists aside, few foresaw that the 

age of AI self-replication would appear so close on the 

horizon. After a shallow technological climb that lasted 

centuries – from golems to Babbage and Lovelace – 

how did we arrive at a potential future with Skynet?

AI: The Child of Three Parents

So, what has driven this growth? Three major factors 

come to mind, and these factors hereon in shall be 

considered the “parents” of AI:

Data – Think back to 2013 when “Big Data” was 

the buzzword. According to IBM, 90% of the entire 

world's recorded data was created in 2011–2012 

alone! This first ingredient is necessary, as suc-

cessful AI algorithms need vast amounts of data to 

train on. However, at this point it is not merely the 

amount of data that’s important, but the quality of 

the training data set that is necessary for accurate 

predictions.

Computing Power – Specifically, cloud computing. 

Over the last couple of years, cloud services have 

become a commodity that almost all industries 

rely upon. Beyond storage and the principles of 

extract, transform, load (ETL), we now have access 

to some of the most advanced GPUs and CPUs 

ever built – running some of the most complex al-

gorithms created at a fraction of the cost of buying 

the hardware. 

Algorithms – The majority of algorithms in AI are 

utilized by machines to learn new patterns, trends 

and behaviours. – hence the term “machine 

learning” (ML). It must be noted that the interpre-

tation of these patterns and resulting ‘actionable 

insights’ still fall into the human domain. While the 

algorithms used in AI & ML have been around for 

decades, we have not had the necessary compu-

tational power or the architecture   to fully exploit 

them… until now!

KNOW THE FUNDAMENTALS!

Some definitions before we move forward:

Machine Learning

A data-driven process wherein a computer 

learns without being manually programmed. 

In this field, data scientists, equipped with 

mathematical techniques, wield predictive 

super-powers.

Deep Learning

This is a subfield of machine learning that is 

concerned with the development and im-

plementation of computational architecture 

that mimicks the human brain.  This innova-

tive approach can process higher volumes of 

complex data that normally present a major 

challenge to traditional machine learning 

methods.

Artificial Intelligence

Field of study concerned with the intelli-

gence of machines, usually replicating hu-

man intelligence.

AI

ML

DL
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INTRODUCING ML ALGORITHMS

There are hundreds of machine learning algorithms 

available.  Below is a list of ten of the most common. 

Many of these algorithms now help form commoditized 

cloud services. With proprietary algorithms being cre-

ated daily by a variety of organizations, we have truly 

entered into the algorithmic economy.

Ten of the most commonly used ML algorithms:  

• Naïve Bayes Classifier 

• K Means Clustering 

• Support Vector 

• Apriori 

• Linear Regression 

• Logistic Regression 

• Artificial Neural Networks 

• Random Forests 

• Decision Trees  

• Nearest Neighbours

ML algorithms also fall into three main categories:

Supervised – Algorithms that make predictions 

based on a given set of samples. A supervised ma-

chine learning algorithm searches for patterns 

within the value labels assigned to data points. 

These algorithms can be used to determine ev-

erything from the trivial (e.g., whether or not 

a picture shows a cat or a dog), to the “life-chang-

ing” (e.g., the diagnosis of a disease).

Unsupervised – Used when dealing with data 

where labels are not associated with data points. 

These algorithms organize data into clusters to 

describe its structure, making complex data sim-

pler for analysis. These algorithms are invaluable 

in marketing, finance, healthcare and many other 

industries, as thousands of categories help group 

together individuals of similar traits to target spe-

cific offerings and services.

Reinforcement – These algorithms choose an 

action based on each data point, and then later 

can assess how beneficial the decision was. Over 

time, the algorithm changes its strategy – that is, 

it learns and then adjusts its mathematical ap-

proach – to improve and maximize rewards. The 

most well-known application of reinforcement 

learning is observed in self-driving vehicles.

AI as We Know It – and Beyond!

It’s clear that machine learning is a major component 

of AI. Learning from past experiences and using that 

information to improve future behaviour is key to suc-

cess. And stories of successful AI development are as 

frequent as they are compelling. The evolution of AI is 

generally categorised into four stages.

Reactive Machines

This is the most basic type of AI. Reactive AI 

cannot recall past experiences to inform 

current decisions; they only directly perceive the world 

through sensors or direct inputs. Reactive machines 

perform specific tasks and have no capabilities beyond 

those duties.

For instance, an AI that plays games is reactive. Goo-

gle’s AlphaGo reactive AI machine hit the headlines 

when it beat a top human player. Experts were sur-

prised that the technology behind AlphaGo is not “ex-

tremely advanced” in human intellect terms – it uses 

a neural network to watch developments in the game 

and responds accordingly.

Limited Memory

This type of AI depends on pre-programmed 

knowledge and observations from the sur-

rounding world, simultaneously incorporating new in-

formation over time. These machines are found in au-

tonomous vehicles and use past experiences to create 

responses. Sadly, received information is only stored 

for a limited time – it's not incorporated into a library of 

experiences, like human memory.

The next step, then, is to build AI that can store full rep-

resentations of the world and use them to learn how to 

handle new and more difficult situations as they arise. 

The challenge is on!

Theory of Mind

The psychological term “Theory of Mind” 

states that any entity existing in the world 

has the capacity to not only form representations of 

the world in its own mind, but also representations of 

other entities. AI would then understand that the world 

contains living creatures that have their own motiva-

tions and feelings – and that interaction with others 

and inanimate things results in both predictable and 

unpredictable outcomes.

STAGE  

01

STAGE  

02

STAGE  

03
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For AI to walk among us, it must function as a human 

in society. The most recent endeavor towards a theory 

of mind AI is a robot head made in the late 1990s by 

a researcher at the Massachusetts Institute of Technol-

ogy. Named Kismet, it can recognize and mimic human 

emotions. But while both abilities are critical advance-

ments in AI theory of mind, Kismet can't follow a hu-

man gaze or convey that it is paying attention, which is 

an essential component in human interaction.

Self Aware

Self-aware or sentient AI is an extension 

of theory of mind AI, where machines both 

understand behavioural cues and have their own 

self-driven reactions to them. These systems can form 

representations about their external environment and 

create abstractions. They not only understand their 

place within the world, but are truly aware of it – that is, 

consciousness.

Whilst we are wary of conscious AI, much of our efforts 

revolve around creating AI that can mimic human ca-

pabilities such as memory, learning, and the ability to 

make decisions based on past experiences. 

So, what does this mean for you and your business?

The world of AI flows between the fundamental and 

tangible to the esoteric, just like this article! The prog-

ress we’re making on a daily basis is phenomenal, so by 

the time businesses understand one concept, some-

thing new will come along to change the landscape. 

How does a business keep up?

Truthfully, nothing beats talking to, interacting with, 

and getting your hands on actual use cases and cut-

ting-edge technologies.

Talk to us at Luxoft. One of the many things we pride 

ourselves in is our expertise and pioneering attitude 

towards technology. We have experience in eight ver-

ticals – from Healthcare, to Automotive, to Financial 

Services – with global teams that deploy end-to-end 

solutions including high-end technologies like Cloud, 

Blockchain, DevOps, AI and Deep Learning. Discover 

what AI & ML can do for your business by speaking to 

some seriously passionate people!

Check out the following links for a few interesting use 

cases:

See how using AI can enhance a major 

pharmaceutical’s medicine-testing process: 

https://digital.luxoft.com/files/artificial-

intelligence-lab-video-solution/

See how using AI can optimize machine 

maintenance: https://digital.luxoft.com/files/lab-

machinery-maintenance-solution/

STAGE  

04

MAYA DILLON PHD

Dr Maya is the Head of AI & ML at Luxoft. She is a Data Scientist passionate about 

creating and developing new initiatives that incorporate cutting-edge technologies  

in AI, Machine Learning and Data Science.
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MORE SIMILAR 
THAN YOU THINK

LEADING AND 
SNOWBOARDING 

KRISTINA MILEVA 



Not so long ago I had my first snowboarding experience. 

It was refreshing, inspirational and kind of... familiar. 

At the beginning, I wasn’t sure what this reminded me 

of, but after a while I realized how much the experience 

related to the everyday struggles and situations of 

leading a team and project.

The first resemblance started with the words I was given 

at the beginning: Look in the direction that you want 

to move. Obvious, yes? Well, not really. Initially, you’re 

so afraid of falling that it’s hard to look anywhere but 

at your feet.  It’s kind of the same with leading a team 

and the process of an initial project setup. Especially 

when you don’t have that much experience, it’s hard 

to get into position, keep everything together and at 

the same time, not to forget to keep looking ahead. 

Don’t lose sight of the goal! Define the direction you 

want to head in, announce it and keep moving forward. 

Stand and confidently show where you want to go and 

be relentlessly driving yourself forward to achieve your 

goal. Even with a few turns or false moves, you’ll get to 

your intended direction more quickly if you just keep 

your eyes on it.

Another thing you have to learn is how to handle 

obstacles in your path. At first, my way of managing 

them was just crashing into them. Believe me, it’s painful 

to watch all your efforts crumble, and then fall down 

a hill, but it’s important to not give up. It’s important to 

stand up more times than you fall down. Of course it’s 

hard – no one likes failure, but no one knows how to do 

something new until they try it and get past the initial 

steps of discomfort and pain. Everything is experience 

– if you fall down, next time you'll know better how to 

prevent it, or maybe the time after that.  Many others 

have gone before you, so you can do it, too. Just relax 

and work on gaining confidence in your position. 

After crawling around the slope, you will certainly get 

frustrated. You will either concentrate this energy into 

something useful and get yourself together, or you will 

leave and never come back. I won’t lie to you – learning 

something new and different takes perseverance. 

Anger is not a good advisor. Get over it and focus on 

what you can change to reach your desired result. 

Learning how to fall will help you to stand up faster.

It is a cliché, but a true one, that no one is perfect. 

If you don’t know how to do something, then ask. It’s 

important to surround yourself with people who are at 

least two steps ahead of you and who are better than 

you are. 

They have already gone through what you are 

experiencing, and they know all the tough answers. 

Don’t hesitate to ask them for advice, and they’ll share 

their wisdom. If you have to catch up with others, this will 

motivate you; it’s in human nature. Gather everything 

useful and find your own way of doing things.

If you are the most experienced, push others. Bill 

Bradley says that “Leadership is unlocking people’s 

potential to become better.” Your tips and tricks will be 

someone’s motivation for getting up the hill. There are 

fewer more effective ways of leading than leading by 

example. Don’t be the avalanche crushing everything 

in its path, but the leader who points out the obstacles, 

finds a way to overcome them and reaches the goal 

standing confident.

It’s difficult, for sure. I have fallen so many times that 

at some point I was sitting on the ground in the snow, 

tired to the bone and thinking how much easier it 

would be to just drop everything and go sit comfortably 

somewhere else. I wasn’t prepared, but then if you wait 

for that moment, you’ll never start. Get out of your 

comfort zone and try something different if you want to 

achieve new results.

Finally, remember, if you have braced yourself to try 

something new, you are halfway there. You and your 

team share a common goal – to learn something new, 

achieve a goal and have fun. At the end of the day, you 

won’t remember how many times you fell, but instead 

you will be proud of your perfect slide. Think back on 

your progress - it's pretty impressive, right?

KRISTINA MILEVA

Kristina Mileva has 

performed in various roles on automotive projects, 

including Software Developer, System Integrator, and 

HMI Developer. She is currently a Team Leader at Luxoft 

Bulgaria.

In addition to software and team development, Kristina is 

interested in the areas of robotics, autonomous driving, 

and lately, snowboarding.
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UPCOMING 
EVENTS AND 
WEBINARS

LTS Webinar “Building Evolutionary Architectures in Agile Environments”  
with Ionut Balosin, Xavier Rene Corail 
“Agile Way of Working” – a webinar with Dr. Michael Dinkel
CSR Incubator (grant program aimed at financing CSR project ideas of Luxoft employees)

Logeek Night 
QA vs. Developers Challenge Contest  
HCA Open Football Cup
CSR HCA Open Football Cup

Penang Career and Postgraduated Expo

Great Indian Developers Summit

Job Central Career Fair

QA Challenge Accepted 4.0
C/C++ Community Meetup
C/C++ Community Meetup
Give a Book to a Child in Need
Kids’Day celebration

April 24

April 26
April  16–May 18

May
April
May
May

May

April

April

April 
April 
May

April–May
June

GLOBAL

VIETNAM

MALAYSIA

INDIA

SINGAPORE

BULGARIA
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LoGeek Night, Odessa
Testing Stage
RUN IT
LoGeek Night, Dnipro
JEEConf
Logeek Night, Kyiv
CSR – European Girls’ Mathematical Olympiad (Ukrainian team sponsored by Luxoft participates)
CSR Nova Poshta Kyiv Half Marathon

Meetnight, Wroclaw
Code Europe, Warsaw
GeeCon, Krakow
CSR Dogs Shelter

LoGeek Night, Odessa
Bucharest Technology Week, expo-conference
CSR Bucharest Marathon 
CSR Recycling International Day – selective collection
CSR NO Tobacco Day LuxTown Contest – tricks to help you quit smoking  
CSR International Children Day – celebrated together with children  
from SOS Children's Villages Romania 
CSR International Environment Day – workshops 
CSR Donor Day Blood – donation campaign organized with the support of the Bucharest Center 
for Blood Transfusion 
DevTalks conference in Bucharest

CSR IT School (volunteer IT classes for kids)
C++ Conference, St. Pete
CSR Planting trees, Moscow
GirlPower Football Club in Moscow (breaking the gender stereotypes)
Heisenbug Conference (QA), St. Pete
HolyJS Conference, St. Pete
Open Door Day, Omsk

April 5 
April 13–14 
April 21–22

May 17
May 18–19

June 7
April 9–15

April 22

April 7 
April 24 

May 9–11
May

May
May

May 14
May
May

June

June
June

June

April 1–May 30 
April 19–21 

April
April

May 17–18
May 19–20

May 31

UKRAINE

POLAND

ROMANIA

RUSSIA
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LUXOFT ON THE AIR

The Real Story Behind AI and Machine Learning: 
https://youtu.be/_N5WB2cN80s

Current AI and Machine Learning Approach: 
https://youtu.be/TAIRq7c1JGI
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Check out our YouTube channel – www.luxoft.com/youtube

The Impact of AI on Human and Business Experience: 
https://youtu.be/DKKDG-CI3_8

Practical Uses and Benefits of AI and Machine Learning: 
https://youtu.be/SIiyfyM-WFg
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Comments, suggestions or requests to contribute to a future issue? Please contact us at  LGmagazine@luxoft.com 
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